
15. Bargaining∗

In both brinkmanship and a war of attrition one side or the other wins the prize (or,

possibly, neither do in brinkmanship if the actors end up going over the brink). Neither

player can offer to split the difference. Sometimes this is just a simplifying assumption

of the model. Sometimes the dispute is over something that actually is indivisible, and

there is no meaningful way to split the difference. Often, however, it is possible to reach

a mutually beneficial compromise and the actors bargain over their share of the benefits.

This lecture studies bargaining.

Bargaining situations combine elements of cooperation and conflict. The element of

cooperation is the prospect of a joint gain if both sides can reach an agreement. The

conflict arises out of each side’s desire to get as large a share of the cooperative gain as it

can.

For example, when a buyer and seller negotiate over something worth $1000 to the

buyer but only $600 to the seller, there is a joint gain of $400 to be had if the seller and

buyer can reach an agreement. If the agreed price is $600 (and the seller would never

accept less), the seller gets $600 in exchange for something she values at $600, so there is

no net gain for her. The buyer however gets something he values at $1000 for $600 giving

him a gain of $400. If by contrast the buyer and seller agree on a price of $1000 (and the

buyer would never agree to pay more), there is no net gain for the buyer. But the seller

now gets a $1000 in return for something she valued at $600, leaving her with a net gain

of $400. If the buyer and seller agree on a price of $800, both are better off and share in

the joint gain from cooperation. If they fail to reach an agreement, the joint gain is zero.

Sometimes the joint gain is avoiding a cost. When potential litigants in a lawsuit are

negotiating over how much one party will pay to the other, the actual payment is a gain

for one and a loss for the other. The joint gain from reaching an agreement is avoiding

the additional costs of going to court. The same is true about two countries negotiating

over a territorial dispute. The joint gain from a negotiated settlement is avoiding the cost

of fighting.

We analyze four bargaining games. The first is take-it-or-leave-it bargaining in which

∗These are lecture notes for PS135/Econ110 at UC Berkeley by Robert Powell.
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there is only one round of bargaining. This is also called an ultimatum game. There

are three rounds of bargaining in the second example. This example begins to show how

the ability to make counter offers affects the outcome and the actors’ bargaining power.

The third example is the Rubinstein bargaining model in which each actor can always

make a counter offer. The last example studies the effects of “outside options” in which

a bargainer can walk away from the negotiations.

15.1 Take-it-or-leave-it bargaining.

Two bargainers, A and B, are bargaining over how to divide $100. If they can agree, each

gets the agreed amount. If they cannot agree, each gets zero. The prospect of a joint gain

of $100 is the cooperative component, the incentive to stay at the negotiating table. The

competitive component is each bargainer’s desire to get as much of the $100 as it can.

The hundred dollars is also assumed to be digital money which can be divided as finely

as desired with as many digits after the decimal point as needed.

In take-it-or-leave-it bargaining, A makes a single offer to B who can accept or reject

the offer. B cannot make a counteroffer, and the game ends after B accepts or rejects A’s

offer.1 If B accepts A’s offer of x, B gets x and A gets 100 − x.

The tree is illustrated in Figure 15.1. The arc between 0 and 100 indicates that A can

offer any x in the range 0 ≤ x ≤ 100. An example of the specific offer of 25 is also shown.

B can either accept A’s offer or reject it. If B accepts, B gets 25 and A gets 75. If B

rejects, both bargainers get zero.

Because the hundred dollars can be divided as finely as desired, there are now infinitely

many possible offers. This means that offers can no longer be explicitly represented by

separate branches. As a result, the tree is no longer a depiction of all of the possible ways

that events can unfold. Rather, the tree is now just a suggestive sketch to help us define

the set of possible strategies and find the equilibria. It is important to emphasize that the

strategies can and will be defined precisely even tough we can no longer draw an actual

tree.

1Bargaining with a fixed number of offers is rare because it is generally quite hard to
prevent a bargainer from making a counter offer if it wants to.
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Figure 15.1: The take-it-or-leave-it bargaining game.

To specify the bargainers’ strategeies, note that A has one information set where it

decides what to offer, so a strategy for A is what she offers. B has infinitely many

information sets, each corresponding to a different possible offer. B ’s strategy must

specify what he will do at each of his information sets, i.e, what he will do in response to

every possible offer. For example, one possible strategy is to accept any offer of at least

50 and reject anything less, i.e., accept any x ≥ 50 and reject any x < 50. Or B could

accept extreme offers of more than 90 and less than 10 and reject anything else: accept

any x > 90 or x < 10 and reject any 10 ≤ x ≤ 90.

15.1.1 The Nash equilibria of take-it-or-leave-it bargaining.

It is useful to begin by finding the game’s Nash equilibria. As we will see, they generally

rely on incredible threats and promises. To start, suppose we try to find a Nash equi-

librium in which B gets 75 percent of the surplus, i.e., in which A gets $25 and B gets

$75.

One way for B to try to get 75 is to threaten to reject anything less, i.e., play the

strategy of accepting any x ≥ 75 and rejecting anything less. If this is part of a Nash

equilibrium, then A must be playing a best response to it. To find her best response, note

that if B is going to reject anything less than 75, A gets noting if she offers less than 75,
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A gets 25 if she offers 75, and A gets less than 25 if she offers more than 75. So A’s best

response is to offer 75.

B must also be playing a best response to A’s offer of 75. Any strategy in which B

accepts this offer is a best response. In particular, B ’s accepting any x ≥ 75 and rejecting

anything less is a best response. This establishes that the profile in which A offers x = 75

and B accepts any x ≥ 75 is Nash. The equilibrium payoffs are 25 for A and 75 for B.

There is also a Nash equilibrium in which A gets 75 percent of the surplus. It is the

profile in which A offers 25 and B accepts any x ≥ 25 and rejects anything less. More

generally, any division of the surplus that does not leave money on the table is a Nash

equilibrium outcome. Let (100 − x∗, x∗) be a division of the surplus where x∗ can be any

amount satisfying 0 ≤ x∗ ≤ 100. Then the following is a Nash equilibrium profile yielding

this division: A offers x∗ and B accepts any x ≥ x∗ while rejecting any x < x∗. (You

should be able to verify that these strategies are best replies to each other.)

Because every possible division that does not leave money on the table is a Nash

equilibrium outcome, trying to predict the outcome of the bargaining through the lens of

Nash equilibria is not very helpful. This perspective does not do much to help predict how

much each bargainer will get. Perhaps more importantly, all but one of these equilibria

depend on incredible threats. Predictions become much sharper when we look through

the lens of subgame perfection. There is in fact a unique subgame perfect equilibrium.

15.1.2 The subgame perfect equilibrium of take-it-or-leave-it bargaining.

Although there are infinitely many Nash equilibria, there is a unique subgame perfect

equilibrium. Every Nash equilibrium in which B threatens to reject offers less than x∗

when x∗ > 0 depends on incredible threats and is not subgame perfect. For example, a

Nash equilibrium in which the bargainers evenly divide the bargaining surplus is for A to

offer 50 and B to accept any x ≥ 50 and reject anything less.

To see that this Nash equilibrium depends on incredible threats, suppose A offers

something less than 50, say x = 25. In the subgame following this offer which is illustrated

in Figure 15.1, B chooses between accepting with a payoff of 25 and rejecting with a payoff

of zero. According to B ’s strategy, it rejects x = 25 as it is less than 50. But this is not
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B ’s best reply to this offer. Put another way, the strategy profile of accepting x ≥ 50 and

rejecting x < 50 is not Nash in the subgame starting with an offer of 25. Consequently,

the strategy profile is not subgame perfect. Indeed, the Nash profile is not Nash in any

subgame starting with any offer of any x less than 50 because B would always do strictly

better by accepting x rather than rejecting it.

More generally, the Nash profile in which A offers x∗ and B accepts any x ≥ x∗ while

rejecting any x < x∗ is not sugbame perfect whenever x∗ > 0. According to this profile,

B would reject the offer x∗/2 > 0 and get zero instead. B is not playing a best response

in this subgame, so the profile is not subgame perfect.

The unique subgame perfect equilibrium of the take-it-or-leave-it bargaining game is

for A to offer x = 0 and B to accept any x ≥ 0. B ’s accepting x is a strict best response

whenever x > 0. B is indifferent between accepting and rejecting when A offers zero, so

accepting is a best response. Hence, the profile is Nash in every subgame. The equilibrium

payoffs are 100 for A and zero for B.2

One measure of a player’s bargaining power is the faction of the surplus it gets. In

take-it-or-leave-it bargaining, the bargainer making the offer – the offerer – gets all of the

surplus and has all of the bargaining power.

15.2 Discounting future payoffs.

The offerer in take-it-or-leave-it bargaining has maximal bargaining power. Since the

receiver can only accept or reject and gets zero if it rejects, the receiver will accept

anything. The receiver has more bargaining power when it can make a counter offer after

rejecting an offer as the games below show.

Games with offers and counter offers, like many other games, stretch out over time. In

order to specify the actor’s utilities in these games, the outcome, e.g., how much money

2To establish uniqueness, we must also show that B must accept x = 0 for sure even
though he is indifferent when offered x = 0. This is left as an exercise. (Hint: Show that
A can profitably deviate from x∗ = 0 by offering slightly more if B is randomizing.) This
result extends to games with multiple offers: bargainers generally must accept offers for
sure in equilibrium even when indifferent as long as it is possible to make offers arbitrarily
close together.
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each bargainer gets, as well as the timing of these payments has to be taken into account.

How for example would an actor rank a payoff of a bargaining out come that gives it $100

now compared to holding on longer, bargaining harder and ending up with a payoff of

$120 two years from now?

Players are generally assumed to discount future payoffs. The present value of a

payoff of 100 one period from now, say a year from now, is 100δ where δ < 1 is the

player’s discount factor. If an actor’s discount factor is .9, it would be willing to sell a

bond promising to pay $1000 a year from now for $900 = .9 × $1000. The present value

of a promise to pay $1000 two years from now is .9× (.9× $1000) = (.9)2× $1000 = $810.

More generally, the utility of getting x in n periods from now is δnx.

The smaller the discount factor, the less valuable a future payment is and the more

impatient the actor. In the extreme case in which the discount factor were zero, the actor

would attach no value to future payoffs and would focus on maximizing what it can get

in the present without regard to future consequences. The larger the discount factor, the

higher the present value of future payoffs and the more patient the actor. If the discount

factor is close to one, there is little discounting. Getting the same payment now or in the

future does not matter much.

15.3 Bargaining with three possible offers.

There are three possible offers in the game in Figure 15.2, an initial offer of x and two

possible counter offers of y followed by z. The game ends if B rejects the third offer z. If

B accepts, the outcome is 100 − z for A and z for B. When the bargainers are deciding

how to play at the outset of the game, these payoffs would be received two rounds into

the future, so the utility associated with them is (100 − z)δ2A for A and δ2Bz for B where

δA and δB are A’s and B ’s respective discount factors. The utilities and dollar ammounts

associated with each outcome are shown. It turns out to be easier to work with the dollar

amounts when using backwards induction to move up the tree. (Working with utilities

means dealing with discount factors raised to higher powers that eventually just cancel

out.)
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Figure 15.2: Bargaining with three rounds.

To be concrete, suppose both bargainers have the same discount factor which is δA =

δB = .8. When there is a known number of rounds, in this case three, the last round is

effectively a take-it-leave-it bargaining game. When considering z, B is choosing between

getting 0 by rejecting and getting z by accepting A’s offer. B ’s best reply is clearly to

accept any z ≥ 0. A’s best response to this is to offer zero, leaving:

Round-3 equilibrium actions:

• B accepts z ≥ 0.

• A offers z∗ = 0.

Moving up the tree, A gets y if she accepts B ’s offer. If she rejects this, she gets 100

one round later. When A is deciding what to do, the value of 100 one round later is

100δ = 100(.8) = 80. Maximizing her payoff, she accepts any y ≥ 80. As for B ’s best

response, he gets 100 − y if he “buys” a “yes” by offering a y ≥ 80. He gets zero one

period later if he buys a “no” by offering anything less than 80. The optimal offer is to

buy a “yes” at the cheapest possible price by offering 80.

Round-2 equilibrium actions:

• A accepts any offer y ≥ 80 and rejects any y < 80.

• B offers y∗ = 80.

B gets x if it accepts A’s offer in the first round. If B rejects, he counters with

80 in round 2 which A accepts leaving B with 20 one period into the future. This
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means that when B is deciding whether to accept or reject x, his payoff to rejecting is

20δ = 20(.8) = 16. B ’s best reply is therefore to accept any x ≥ 16. A’s best response is

offer 16.

Putting the three rounds together, the unique subgame perfect equilibrium strategy

profile is:

• Round-3:

– B accepts z ≥ 0.

– A offers z∗ = 0.

• Round-2

– A accepts any offer y ≥ 80.

– B offers y∗ = 80.

• Round-1

– B accepts x ≥ 16.

– A offers x∗ = 16.

The game ends in the first round without any back-and-forth bargaining in equilibrium.

When payoffs are common knowledge, each bargainer always knows exactly how much it

has to offer in order to buy a “yes” at the cheapest possible price. The equilibrium path

is an offer of 16 from A followed by B ’s acceptance. The equilibrium payoffs are 84 for A

and 16 for B. A has significantly less bargaining power when there are three rounds and

B can make a counter offer than A had when she was able to make a take-it-or-leave-it

offer.

15.4 The Rubinstein bargaining game.

In many if not most bargaining situations, there is nothing to prevent a bargainer from

making a counter offer if it chooses to do so. There is no last round where the receiver

is effectively getting a take-it-or-leave-offer. Ariel Rubinstein (1982) was the first to

show that an infinite-horizon bargaining game in which each bargainer can always make

a counter offer has a unique subgame perfect equilibrium. The tree is illustrated in
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Figure 15.3: The Rubinstein bargaining game.

Figure 15.3 where the bargainers are negotiating over how to divide a “pie” or, more

generally, a joint gain, of size one. The share offered in round k is denoted by xk.

The game cannot be solved by backwards induction because there is no last node

in the tree. We instead exploit the symmetry of the game to find a subgame perfect

equilibrium. (Rubinstein showed that the equilibrium we find is also the only subgame

perfect equilibrium.)

15.4.1 Finding the bargainers’ strategies.

The game has perfect information so a subgame starts at every decision node. But note

that every subgame starting with a player making an offer is identical to every other

subgame starting with an offer. Compare, for example, the subgame starting with A

making the first offer of the game and a subgame starting with B making the k -th offer.3

The two subgames are identical in the sense that the offerer, whether A or B, has the

same set of strategies and the receiver has the same set of strategies.

Exploiting this symmetry, we look for a subgame perfect equilibrium in which the

offerer, whether A or B, always makes the same offer x∗ and the receiver always accepts

any x ≥ x∗ and rejects any x < x∗. Our task is to find x∗ and then show that these

3There are actually infinitely many different subgames starting with B making the k -th
offer. The initial node of a subgame is defined by the history leading up to that node, and
there are infinitely many possible histories leading up to the k -th round. Each history is
the sequence of rejected prior offers, (y1, y2, . . . , yk−1) where yi can be anything between
zero and one.



15.4 THE RUBINSTEIN BARGAINING GAME. 10

strategies are subgame perfect.

To pin down x∗, we assume this strategy profile is subgame perfect and reason back-

wards to find x∗. Suppose A has been offered x in round m. Playing optimally in every

subgame, A accepts x if it is at least as good as the payoff to rejecting and rejects x oth-

erwise. To determine the A’s payoff to rejecting, observe that A, following the strategy

profile, will then propose x∗ in round m + 1 which B accepts. It follows that A’s payoff

to rejecting x is getting 1 − x∗ one round later which she values at δ(1 − x∗). Given this

payoff to rejecting, A’s best response to x is to accept if x ≥ δ(1 − x∗).

B too must play optimally in every subgame in a subgame perfect equilibrium and

in particular when making offers. So B will either buy a “yes” from A at the cheapest

possible price by offering x∗ = δ(1 − x∗), or B will make an offer A is sure to reject. We

show below that B does better by buying a “yes” which means he offers x∗ = δ(1 − x∗).

Solving this equation gives x∗ = δ/(1 + δ).

15.4.2 Verifying that the strategies are sugbame perfect.

Let s∗ be the strategy:

• When making an offer, offer x∗ = δ/(1 + δ).

• When receiving an offer, accept any x ≥ x∗ and reject any x < x∗.

We use the one-shot deviation principle to verify that the profile in which each actor plays

according to s∗ is subgame perfect. That is, we show that there is no profitable one-stage

deviation from s∗.

There are two types of subgames to consider, one in which a bargainer is making an

offer and one in which a bargainer is responding to an offer. Suppose that A is making

an offer. Her payoff to following s∗ by offering x∗ is 1 − x∗ = 1/(1 + δ).

To see that A does not have any profitable one-stage deviations, note that she cannot

profit by offering more than x∗. If she did, B would accept and A would have less than

1 − x∗. Suppose instead that A plays the one-stage deviation of offering less than x∗ and

then following s∗. B, following s∗, rejects A’s lower offer and counters with x∗ which A,

now back to following s∗, accepts. A’s one-stage deviation therefore yields x∗ one period
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into the future. The value of this is δx∗ = δ/(1 + δ) which is clearly not a profitable

deviation.

Now suppose A has been offered an x ≥ x∗. She accepts according to s∗ and gets a

payoff of x ≥ δ/(1+δ). Suppose instead that she plays the one-stage deviation of rejecting

x and then following s∗ thereafter. That is, A counters with x∗ after rejecting x and gets

1 − x∗ when B accepts. A however gets this one period into the future, so the payoff to

rejecting x is δ(1 − x∗) = δ/(1 + δ). This is clearly not a profitable deviation.

Finally, suppose A has been offered an x < x∗. She rejects this according to s∗,

counters with x∗ which B accepts. This means that A’s payoff to following s∗ is δ(1−x∗) =

δ/(1 + δ). If A deviates by accepting, which is the only way she can deviate, she gets

x < x∗ = δ/(1 + δ). This too is clearly not a profitable deviation.

In sum, there are no profitable one-stage deviations from s∗. The profile in which both

bargainers play s∗ subgame perfect.

15.4.3 Bargaining power when counter offers are always possible.

As we have seen, the offerer has all of the bargaining power when it can make a take-

it-or-leave-it offer. Matters are very different when counter offers are always possible.

Recalling that the discount factor δ is always less than one, the offer’s share is, which is

also a measure of the offerer’s bargaining power, is always greater than 1
2
: 1/(1 + δ) > 1

2

given that δ < 1. That is, the offerer always gets more than the receiver. But the

relative shares and power depend on the bargainers’ patience and how eager they are for

a settlement.

If the bargainer’s are very patient, i.e., if the discount factor δ is very close to one,

then the fact that one bargainer makes the initial offer would not seem very important.

Indeed, the offerer’s and receiver’s shares are virtually the same and equal to 1/(1+1) = 1
2

when δ is close to one.

By contrast, the offerer’s share is much larger than the receiver’s when the bargainers

are very impatient and do not care much about future payoffs (δ is close to zero). In

the extreme case in which the bargainers do not care about the future (δ = 0), they are

effectively playing a take-it-or-leave-it bargaining game. Even though a receiver always
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can make a counter offer, the value of any future settlement is zero. This means that the

payoff to rejecting an offer in order to make a counter offer is also zero and, consequently,

the receiver will accept any x ≥ 0. In terms of the formulas, 1 − x∗ ≈ 1/(1 + 0) = 1 and

x∗ ≈ 0/(1 + 0) = 0 when δ is very close to zero.

15.4.4 Summing up the Rubinstein bargaining game.

The bargainers are can always make counter offers in the Rubinstein bargaining game.

There is no final offer. This means game theoretically that the game cannot be solved

by backwards induction because the tree has no last decision. Solving the game for its

subgame perfect equilibria shows that it only has one subgame perfect equilibrium which

is:

• When making an offer, x∗ = δ/(1 + δ).

• When receiving an offer, accept any x ≥ x∗ and reject any x < x∗.

When the bargainers are very patient, i.e., when their discount factor is close to one, they

divide the surplus almost equally but with the bargainer making the first offer getting

slightly more.

15.5 Outside options – going to court.

Bargainers often have the option of walking away from the negotiations. A seller, for

example, may break off negotiations in order to bargain with another potential buyer. In

other settings one or more of the bargainers can try to impose a settlement rather than

continue the effort to reach a negotiated agreement. If two parties are bargaining over

the terms of settling a lawsuit between them, the aggrieved party can go to court. When

two countries are bargaining over a territorial dispute, either can use military force to try

to impose a settlement.

A bargainer has an outside option when she can irrevocably end the bargaining

(usually by taking a branch that ends the game). The payoff she gets if she exercises this

option is the value of her outside option.

The plaintiff has the outside option of going to court in the game in Figure 15.4. The

game begins with the plaintiff, P, deciding whether to file a lawsuit against a defendant,
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Figure 15.4: Bargaining in the shadow of the courts.

D, for damages worth v. Filing costs f . If the plaintiff files, the defendant can try to

settle the dispute by offering y. The plaintiff can then accept this offer or go to trial in

order to have the court impose a settlement. If the court finds in favor of the plaintiff, the

defendant pays v to the plaintiff and both pay litigation costs of c. If the court finds for

the defendant, the defendant does not have to pay anything to the plaintiff but both still

pay their litigation costs of c. The probability that the plaintiff wins at trial is p. The

probability of winning is a measure of the strength of the plaintiff’s case. The plaintiff

has a strong case when p is large and a weak when p is small.

Assuming that the bargainers are risk neutral so that we can use monetary payoffs as

their utilties, the plaintiff’s expected payoff to going to court is the net payoff to winning

v− c− f weighted by the probability of winning p plus the payoff to losing, −c− f , times

the probability of losing or p(v − c− f) + (1 − p)(−c− f) = pv − c− f . The defendant’s

payoff if the dispute ends up in court is (1 − p)(−c) + p(−v − c) = −pv − c.

Solving the game by backwards induction, the plaintiff will accept any offer at least

as good as going to court: y − f ≥ pv − c − f . The defendant will buy a “yes” at the

cheapest possible price by offering y = vp−c or make a low-ball offer and end up in court.

The payoff to offering y is −y = −pv+ c which is greater than the payoff of going to trial

−pv− c, so the defendant offers y∗ = pv− c. Anticipating this outcome, the plaintiff files
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if pv − c− f ≥ 0 or the plaintiff’s case is sufficiently strong that p ≥ f+c
v

. This condition

is more likely to be satisfied when the plaintiff’s case is strong (p is large); the value of

the suit, v, is large; or the costs of filing or litigating are small.

Note that anything that increases the plaintiff’s payoff to exercising its outside option,

namely, a higher probability of prevailing p, a lower cost of going to court c, or a lower

cost to file f , enhances the plaintiff’s bargaining power and results in a better offer y∗

from the defendant.
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