
16. Repeated Games∗

Most social interactions are not one-shot encounters in which the actors meet once

and never meet again. Most social interactions entail multiple interactions across time.

In light of this, it is natural to ask how the prospect of future interaction affects the

actors’ behavior? In game-theoretic terms, how do the equilibria of a one-shot encounter

compare to the equilibria of an ongoing relationship with multiple interactions?

As we will see, repeated games are the simplest and in some ways the purest setting in

which we can study these questions. A repeated game is a game in which the actors play

the same one-shot game over and over. In a repeated prisoner’s dilemma, for example,

two actors play a prisoner’s dilemma over and over again.

This lecture begins by analyzing an infinitely repeated prisoner’s dilemma and, more

specifically, the question of whether the actors can cooperate in equilibrium. We know

there is no cooperation in the equilibrium of the prisoner’s dilemma if it is only played

once. But what happens if it is played more than once? We set aside the credibility

problem at the start and focus on Nash rather than subgame perfect equilibria. Is there

a Nash equilibrium of a repeated prisoner’s dilemma in which the actors cooperate along

the equilibrium path? The key ideas needed to analyze a repeated PD are the same as

those needed to analyze any repeated game.

We then generalize the analysis of the infinitely repeated prisoner’s dilemma in three

ways. The first is to extend the analysis beyond repeated play of a prisoner’s dilemma to

repeated play of any game. The second extension focuses on finitely repeated games in

which the relationship has a definite endpoint as contracts sometimes do. Finally we deal

with the credibility issue by considering subgame perfect equilibria.

16.1 The infinitely-repeated prisoner’s dilemma.

Before we can analyze the infinitely repeated prisoner’s dilemma, we need to define it more

precisely. What, for example, are the actor’s strategies and payoffs when the prisoner’s

dilemma is repeated infinitely many times?
∗These are lecture notes for PS135/Econ110 at UC Berkeley by Robert Powell.
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Figure 16.1: The one-shot prisoner’s dilemma.

16.1.1 Specifying the game.

Suppose that two states, R and US, play the prisoner’s dilemma in Figure 16.1 over and

over again without end. In each round each state chooses between launching a cyber

attack on the other, A, or not attacking by being “quiet,” Q. Each state is best off if

it alone attacks; worst off if it alone is attached; and prefers mutual restraint (Q,Q) to

mutual attack. At the end of each round each state learns what the other did in that

round before having to decide what to do in the next round.

Before describing the actors’ strategies in this game, two points should be made. The

first is to emphasize that a repeated game is not a third type of game to be added to

strategic-form games or extensive-form games. Rather a repeated game is just a compact

way of saying that we are dealing with a game comprised of the repeated play of the same

one-shot game which, in this case, is the prisoner’s dilemma. To emphasize the point, the

first two rounds of the extensive form of the infinitely repeated prisoner’s dilemma are

shown in Figure 16.2. The game that is being repeated, which in this case is the prisoner’s

dilemma, is called the one-shot game, constituent game, or the stage game.

Second, although the game is well-defined (or at least it will be once we specify the

actors’ strategies and payoffs), what is the substantive interpretation of an interaction that

goes on forever? After all, the sun will eventually explode. How can a game go on forever?

One way to think about the substantive interpretation of an infinitely repeated game is

that it is a way of modeling an interaction that does not end after a specific number

of rounds or on a pre-specified date. When an interaction has an uncertain number of
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Figure 16.2: The infinitely repeated PD in extensive form.
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rounds, the actors cannot look to the last round and reason backwards from there as they

did in brinkmanship, the finite-resource war of attrition, or the 3-round bargaining game.

Similarly, the actors cannot look to the last round and reason backwards in an infinitely

repeated game because there is no last round. Often assuming that the game goes on

forever is a simpler way to model the key feature that there is no last round from which

the actors can backwards induct. (We will study the tools needed to explicitly model this

kind of uncertainty when we discuss asymmetric information games. But we will also see

that these games can be quite complicated and difficult to solve.)

Strategies in repeated games.

The partial extensive form in Figure 16.2 helps in defining the actors’ strategies. An

actor’s strategy must specify what that actor would do at each and every one of its

information sets. For example, R’s strategy must specify what it would do in round 1.

It must also specify what R would do at each of the four information sets at the start of

round 2. Observe that each of these corresponds to a different way that play could have

unfolded in round 1. R is at information set [1] if both R and US play Q in round one.

R is at [2] if R played Q and US played A in the first round and so on.

Similarly, there are 16 different ways that the first two rounds in can unfold with

a different information set corresponding to each (see Figure 16.2). R’s strategy must

specify what R does at each of these 16 different information sets.

More generally, a strategy for R in the infinitely repeated game specifies what R will

do in each round as a function of what happened in all previous rounds, i.e., as a function

of the history leading up to the current round. For example, one strategy for R is:

• Play Q in round 1.

• Play Q in round n ≥ 2 as long as US has played Q in all n− 1 previous rounds.

• Play A in round n ≥ 2 if US has played A in any of the previous n− 1 rounds.

The key thing to note here is that this specifies an action at every one of R’s information

sets. R, for instance, will play Q in round 15 in the strategy above if both R and US

played Q in rounds 1-14; otherwise R will play A. Another strategy for R is tit-for-tat:

• Play Q in round 1.

• Do in round n ≥ 2 whatever US did in round n− 1.
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In words, R starts by playing cooperatively in round 1 and then does in the current round

whatever US did in the previous round.

Payoffs in repeated games.

In addition to specifying the agents’ strategies, we must also describe the actors’

payoffs over strategy profiles. Suppose the actors cooperate in every round, i.e., play

(Q,Q). This generates a string of per-period payoffs of 2 now, 2 one round into the future,

2 two rounds into the future, 2 three rounds into the future and so on. We introduced

the idea that actors discount future payoffs when we discussed bargaining. If we let δR

denote R’s discount factor, the present value of 2 one round into the future is 2δR. The

present value of 2 two rounds into the future is 2δ2R and so on. R’s payoff to an infinite

string of 2’s is VR = 2 + 2δR + 2δ2R + 2δ3R + · · · .

Fortunately there is a more compact way of writing this sum. Multiplying VR by δR

and subtracting this from VR gives:

VR = 2 + 2δR + 2δ2R + 2δ3R + · · ·

δRVR = 2δR + 2δ2R + 2δ3R + · · ·

VR − δRVR = 2

∴ VR =
2

1− δR
.

This more compact expression will prove very helpful. To give some intuition, suppose

R is very impatient. In fact, R is so impatient that it gets zero benefit from future payoffs.

This means that its discount factor is δR = 0, and the value it attaches to an infinite string

of 2’s is VR = 2/(1− δR) = 2 which is just what it gets from 2 in the current period. If,

by contrast, R is very patient, then its discount factor is close to one. The denominator

in the expression 2/(1− δR) is close to zero, and the payoff VR is very large.1

1There are two reasons for discounting future payoffs. The first is substantive and
the one given above, namely, that actors generally are impatient and do discount future
payoffs. The second one is mathematical. Suppose as seems likely R prefers an infinite
sum of 6’s to an infinite sum of 2’s. If we simply added up R’s per-period payoffs without
discounting, the sum of infinitely many 6’s is infinitely large as is the sum of infinitely
many 2’s. We cannot compare these infinite sums, much less say that R prefers the string
of infinitely many 6’s to infinitely many 2’s. Discounting avoids the issue.
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Finally consider any strategy profile strategy profile (σR, σUS). This profile gives R a

string of payoffs of pR0 in the initial round, pR1 one round into the future, pR2 two rounds

into the future and so on. US gets pUS
0 at the outset, pUS

1 one round into the future, pUS
2

two rounds into the future and so on. The payoffs associated with this profile are

VR(σR, σUS) = pR0 + δRp
R
1 + δ2Rp

R
2 + δ3Rp

R
3 + · · ·

VUS(σR, σUS) = pUS
0 + δUSp

US
1 + δ2USp

US
2 + δ3USp

US
3 + · · · .

This completes the specification of the game. We know the set of strategies for each

player and the payoffs associated with each strategy profile.

16.1.2 Repeated uncooperative play is Nash.

The unique equilibrium in the one-shot prisoner’s dilemma is for each actor to play unco-

operatively by attacking, (A,A). We show playing A over and over again is Nash in the

infinitely repeated game. More specifically, the repeated-game strategies are:

R’s strategy:

• Play A in every round.

US ’s strategy:

• Play A in every round.

To see that this profile is Nash, we establish that R cannot profitably deviate from its

strategy. If it plays this strategy against US, the outcome will be (A,A) in each period.

This gives R a payoff of -2 in each round for a total payoff of −2/(1− δR).

To verify that there is no profitable deviation, suppose R is considering deviating in

some round n. Because US plays A in every round regardless of what R does, R will be

somewhere in the right column in Figure 16.1 in round n, n+ 1, n+ 2, n+ 3, . . .. Clearly

the best R can do in each round is get a -2, so there is no profitable deviation. A similar

argument shows that US cannot profitably deviate from playing “always A.” Hence the

profile is Nash in the infinitely repeated game.

In sum, the profile in which each player repeatedly plays its part of a stage-game Nash

in every period is Nash in the infinitely repeated game. This is true for any repeated game,

not just the repeated prisoner’s dilemma. This means that when we ask how the equilibria
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of a one-shot encounter compare to the equilibria of a repeated game, we are really asking

how more more equilibrium behavior is there in an ongoing interaction compared to a

one-shot encounter? The next section shows that actors can cooperate in an infinitely

repeated prisoner’s dilemma if they care enough about future payoffs.

16.1.3 Cooperation in an infinitely repeated prisoner’s dilemma.

Uncooperative play is Nash in a one-shot encounter and, as we have just seen, in an

infinitely repeated prisoner’s dilemma as well. Is this the only equilibrium, or can the

actors cooperate in the ongoing interaction? To put this question more precisely, can we

find a strategy profile that satisfies two conditions: (i) the profile is Nash and (ii) the

actors play (Q, Q) in every round along the equilibrium path? As we will see, the answer

depends on how much the actors care about the future, i.e., on their discount factors. As

a concrete example, suppose their discount factors are the same and equal to .9. Calling

this common discount factor δ, we have δ = .9.

Consider first the strategy of unconditional cooperation. The strategies are:

R’s strategy:

• Play Q in every round.

US ’s strategy:

• Play Q in every round.

This profile clearly satisfies the second condition. If the players follow it, they will be

playing (Q,Q) in every round. But does the profile meet the first condition? Is it Nash?

To check this, we see if each agent is playing a best response to the other’s strategy.

Using δ = .9, R’s payoff to following its strategy is 2 + .9(2) + .92(2) + .93(2) + · · · =

2/(1 − .9) = 20. To see if R has a profitable deviation, note that because US is playing

Q in every round regardless of what R does, R will be somewhere in the left column

in Figure 16.1 in every round. So suppose R deviates to playing A in every round. The

outcome will be (A,Q) in every round, and R will get 6 in every round. This brings a total

payoff of 6/(1−.9) = 60 which is clearly a profitable deviation. Hence, always cooperating

is not Nash in the repeated game, and the strategy profile fails to meet condition (i).
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The fundamental reason for the failure is that if US ’s future behavior toward R does

not depend on what R does in the present, then R has no incentive to play Q and get

2 rather than A and get 6. If R is to be deterred from attacking in the current period,

there must be some future penalty for doing so. With this in mind consider the proflile:

R’s strategy sR is:

• Play Q in round 1.

• Play Q in round n ≥ 2 as long as (Q,Q) was the outcome in all n − 1 previous

rounds.

• Play A in round n ≥ 2 if (Q,Q) was not played all previous n− 1 rounds.

US ’s strategy sUS is the same:

• Play Q in round 1.

• Play Q in round n ≥ 2 as long as (Q,Q) was the outcome in all n − 1 previous

rounds.

• Play A in round n ≥ 2 if (Q,Q) was not played all previous n− 1 rounds.

The key thing to note here is that if R tries to exploit US in round n by playing A

rather than Q, then US will switch to playing A. This switch holds R down to a payoff

of at most -2 in all future rounds. If this future cost outweighs R’s immediate gain of

getting 6 rather 2 by playing A rather than Q, then R may be deterred from playing A.

Checking to see if the strategy profile satisfies conditions (i) and (ii), it clearly meets

the first. If the actors follow these strategies, they play (Q,Q) in every round. To see if

the profile (sR, SsUS) is Nash, note that R’s payoff to playing sR against sUS is:

UR(sR, sUS) = 2 + .9(2) + .92(2) + .93(2) + · · ·

As to whether R has a profitable deviation, suppose that R is considering deviating in

the very first round at the outset of the game. No matter how R deviates, the fact that R

did not play Q and therefore that (Q,Q) was not the outcome in round one leads US to

play A in all subsequent rounds. It follows that the most profitable way for R to deviate

is for R to grab as much as it can in the first round by playing A and then play A is all

subsequent rounds. The latter maximizes R’s payoff once the US shifts to playing A in

all future rounds. In effect, R is grabbing a payoff of 6 in round one in return for having
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to eat a payoff of -2 in all subsequent rounds. Call this deviation strategy d1. R’s payoff

to playing this given US plays according to sUS is:

UR(d1, sUS) = 6 + .9(−2) + .92(−2) + .93(−2) + · · ·

This deviation will not be profitable as long as:

UR(sR, sUS) ≥ UR(d1, sUS)

2 + .9(2) + .92(2) + .93(2) + · · · ≥ 6 + .9(−2) + .92(−2) + .93(−2) + · · ·

.9(2− (−2)) + .92(2− (−2)) + .93(2− (−2)) + · · ·︸ ︷︷ ︸
future cost

≥ 6− 2.︸ ︷︷ ︸
immediate gain

(16.1)

Inequality 16.1 is the key to analyzing cooperation in repeated games. R and US

decide what to do in a given round in ignorance of the what the other is doing. Because

of that, there is nothing that US can do in round one to prevent R from grabbing 6. US

cannot stop R from getting an immediate gain of 6 − 2 = 4. The only thing US can do

is to try to deter R from grabbing this immediate gain by threatening to impose future

punishment on R.

The punishment here takes the form of US attacking R in all future rounds and thereby

holding R down to -2 in those rounds. Thus the future cost to R of playing d1 rather than

sR is getting a -2 rather than a 2 in rounds 2, 3, 4, . . .. If this future cost is at least as

large as the immediate gain, R cannot profit by deviating to d1 as inequality 16.1 shows.

To verify that this inequality holds, factor .9 from the expression on the left to obtain:

.9
(
4 + .9(4) + .92(4) + · · ·

)
≥ 4

.9

(
4

1− .9

)
≥ 4

36 ≥ 4

Hence, d1 is not a profitable deviation. Since this was the most profitable way to deviate

in round one, no deviations in round one are profitable.

Of course, this still leaves the possibility that following sR until some future round

n > 1 and then deviating might be profitable. But we can quickly rule this out. Suppose
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R follows sR through n− 1 rounds by playing Q in each round and then deviates in the

most profitable way in round n. The most profitably way for R to deviate in round n is

to grab 6 by playing A against US and then play A in all subsequent rounds against US ’s

playing A. Call this deviation strategy dn.

Comparing the payoffs:

UR(sR, sUS) = 2 + .9(2) + .92(2) + · · ·+ .9n−2(2)︸ ︷︷ ︸
payoff through round n - 1

+ .9n−1(2) + .9n(2) + · · ·︸ ︷︷ ︸
payoff from round n on

UR(dn, sUS) = 2 + .9(2) + .92(2) + · · ·+ .9n−2(2)︸ ︷︷ ︸
payoff through round n - 1

+ .9n−1(6) + .9n(−2) + · · ·︸ ︷︷ ︸
payoff from round n on

Because R plays the same way through the first n−1 rounds in sR and dn, the payoffs are

the same. Whether dn is profitable depends on a comparison of the payoffs from rounds

n on. Factoring out .9n−1 shows that dn will not be a profitable deviation when:

.9n−1(2) + .9n(2) + · · · ≥ .9n−1(6) + .9n(−2) + · · ·

.9n−1 (2 + .9(2) + .92(2) + · · ·
)
≥ .9n−1 (6 + .9(−2) + .92(−2) + · · ·

)
2 + .9(2) + .92(2) + · · · ≥ 6 + .9(−2) + .92(−2) + · · · . (16.2)

But inequality 16.2 is the same condition as inequality 16.1 which ensured that d1

was not a profitable deviation. Hence no deviation in round one or in any round n is

profitable, and this establishes that sR is a best reply for R to sUS. Because R’s payoffs

are the same as US ’s, sUS must also be a best reply to sR. The profile (sR, sUS) is Nash.

In sum, we have found a strategy profile that is Nash and in which the actors play

cooperatively along the equilibrium path. There are actually many such equilibrium

profiles. Tit-for-tat is one, and you should be able to verify this. The key to all of the

Nash profiles in which there is cooperation along the equilibrium path is that cooperation

is sustained by an underlying set of threats and punishments. As we saw, unconditional

cooperation is not Nash.

An underlying infrastructure of threats and promises is the key to cooperation in

all repeated interactions, not just the repeated prisoner’s dilemma. No actor can stop

another actor from exploiting it in the current round. The only thing an actor can do is
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try to deter another from exploiting it by threatening to impose future punishment. A

necessary condition for deterrence is that the future cost outweigh the immediate gain.

If this does not hold then the threat, even if it is credible, will not be enough to deter.

That this necessary conditions holds is what we are checking when we look for the Nash

equilibria of a repeated game. We consider the credibility of the threat when we look for

subgame perfect equilibria.

16.2 A Nash folk theorem for infinitely-repeated games.

We now generalize our analysis of the infinitely repeated prisoner’s dilemma in three ways.

The first, which we do in this section, is to extend the analysis beyond the prisoner’s

dilemma to any infinitely repeated game. The next section examines finitely repeated

games in which the relationship has a definite endpoint as contracts sometimes do. The

final section takes up the credibility issue by considering subgame perfect equilibria of

repeated games.

16.2.1 Minmax punishments.

The key to supporting cooperation is the threat of future punishment. It is natural in

light of this to ask what is the harshest punishment that can be imposed on an actor? To

begin to answer this question consider the game in Figure 16.3.

How harsh of a punishment can II impose on I ? Since this punishment, or at least

the threat of it, will be part of II ’s equilibrium strategy, I will have a correct conjecture

about II ’s strategy and will play optimally against it. Suppose II tries to punish I by

playing X. Playing a best reply to this, I gets 8 by playing B. If II tries to punish I

with Y , I can get 2 with A. Finally, if II tries to punish I with Z, I can get 1. Hence

the harshest punishment II can impose on I is to hold I down to 1 by playing Z. If the

game is repeated, the harshest punishment II can impose on I is to hold I down to 1 in

every round by playing Z in every round. Similarly reasoning shows that the harshest

punishment I can impose on II is to hold II down to 0 by playing C.

To see where the name “minmax” comes from and to define it more precisely, consider

a two player game in which 1’s set of strategies is S1 and 2’s is S2. If 2 plays any strategy

s2 ∈ S2, then 1 will play a best response which maximizes 1’s payoff. Put another way, 1
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Figure 16.3: How harsh a punishment?

will play a strategy s′1 that solves

max
s1∈S1

U1(s1, s2).

Anticipating that this is what 1 will do, player 2 wants to minimize this payoff. In other

words, 2 wants to play a strategy that solves the minimization problem

min
s2∈S2

{
max
s1∈S1

U1(s1, s2)

}
.

Hence, the name “minmax.” II ’s strategy Z solves this problem in the game in Figure 16.3

and is II ’s minmax strategy. What a player gets when it is being minmaxed is its

minmax payoff.

A strategy profile is individually rational if every player gets strictly more than its

minmax payoff. The minmax payoffs for the game in Figure 16.3 are 1 for player I and

0 for player II. A profile is individually rational if I gets strictly more than 1 and II gets

strictly more than 0. The individually rational profiles are (A,X), (A, Y ), and (B,X).

16.2.2 The Nash folk theorem: an example.

Suppose the game in Figure 16.3 is repeated infinitely many times and the actors, to keep

things simple, have the same discount factor δ. Then the following claim holds:
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Claim: Suppose ŝ is an individually rational profile of the stage game in

Figure 16.3. Then we can find strategies for the infinitely repeated game that

are (i) Nash in the repeated game and (ii) the actors play profile ŝ in every

round along the equilibrium path as long as the actors care enough about the

future, i.e., as long as δ is large enough.

To see why the claim holds, consider the individually rational profile (A,X) with

payoffs (4, 5). Paralleling our analysis of the repeated prisoner’s dilemma, consider the

repeated game strategies in which each actor plays its part of (A,X) as long as this has

been the outcome of every previous round. Deviation from this triggers minmaxing for

the rest of the game which, as we have seen, is the harshest punishment that can be

imposed on a player. More specifically, the strategies are:

I ’s strategy s∗I is:

• Play A in round 1.

• Play A in round n ≥ 2 as long as (A,X) was the outcome in all n − 1 previous

rounds.

• Minmax II by playing C in round n ≥ 2 if (A,X) was not played all previous n− 1

rounds.

II ’s strategy s∗II is:

• Play X in round 1.

• Play X in round n ≥ 2 as long as (A,X) was the outcome in all n − 1 previous

rounds.

• Minmax I by playing Z in round n ≥ 2 if (A,X) was not played all previous n− 1

rounds.

To verify that these strategies are Nash, we first demonstrate that I is playing a best

response to s∗II . Assuming I and II have followed their strategies until round n, i.e.,

(A,X) has been the outcome of all previous rounds, I gets 4 in the current round if it

follows s∗I , 4 in the next, 4 in the round after that, and so on. So I ’s payoff to following

s∗I is



16.2 A NASH FOLK THEOREM FOR INFINITELY-REPEATED GAMES. 14

UI(s
∗
I , s
∗
II) = 4 + 4δ + 4δ2 + 4δ3 + · · ·

=
4

1− δ
.

If I deviates from s∗I in round n, the most profitable deviation is to grab 8 by playing

B. That, however, triggers II to switch from playing X to playing Z from round n + 1

on for the rest of the game. Facing this, the best that I can do is get its minmax payoff

of 1 in each round. Labeling this most profitable deviation strategy dIn, I ’s payoff is

UI(d
I
n, s
∗
II) = 8 + 1 · δ + 1 · δ2 + 1 · δ3 + · · ·

= 8 + δ

(
1

1− δ

)
I has no incentive to deviate in round n if

UI(s
∗
I , s
∗
II) ≥ UI(d

I
n, s
∗
II)

4

1− δ
≥ 8 + δ

(
1

1− δ

)
4 ≥ 8(1− δ) + δ

δ ≥ 8
11
. (16.3)

The condition δ ≥ 8/11 does not depend on n. As long as it holds, I cannot profitably

deviate from s∗I in any round, i.e., for n = 1, 2, 3, . . ., and s∗I is a best reply to s∗II .

Repeating the argument for II, s∗II will be a best response to s∗I when

UII(s
∗
I , s
∗
II) ≥ UI(s

∗
I , d

II
n )

5 + 5δ + 5δ2 + 5δ3 + · · · ≥ 8 + 0 · δ + 0 · δ2 + 0 · δ3 + · · ·
5

1− δ
≥ 8

δ ≥ 8
13
.

Neither actor has any incentive to deviate and the strategy profile (s∗I , s
∗
II) is Nash when

both players care enough about the future, i.e., when δ ≥ max{ 8
11
, 8
13
} = 8

11
.

In short, if the players care enough about the future, then (A,X) will be played along
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the equilibrium even tough it is not an equilibrium of the one-shot game. That each actor

cares enough about the future is critical. I can always deviate in the current round and

get an immediate gain of 8− 4 = 4 by playing B instead of A. There is nothing II can do

to stop I from doing this. The only thing II can do is threaten I with future punishment

if I deviates from A. A necessary condition for this threat to deter I is that the future

cost to I outweighs the immediate gain. The less I cares about the future (i.e., the lower

the discount factor δ), the smaller the future punishment. If A does not care enough, the

future cost will not outweigh the immediate gain and the threat, even if believed, will not

be enough to deter I.

16.2.3 A Nash folk theorem: two-player games.

We now generalize the example to any two-player game. That is, we show that the claim

made above about the game in Figure 16.3 holds for any finite two-player game.2

A Nash Folk Theorem: Let G be any finite two-player game with actors

I and II and let ŝ = (ŝI , ŝII) be any individually rational profile of G. Then

there are strategies for the infinitely repeated game that are (i) Nash in the

repeated game and (ii) the actors play profile ŝ in every round along the

equilibrium path as long as the actors care enough about the future, i.e., as

long as δ is large enough.

To establish this, let v̂I be I ’s payoff to profile ŝ and v̂II be II ’s payoff. I ’s minmax

strategy is MI and its minmax payoff is m1. Similarly, II ’s minmax strategy against I

is MII and II ’s payoff when being minmaxed is mII . Since ŝ is individually rational, we

have v̂I > mI and v̂II > mII . Finally, let vI be the highest payoff I can get in G and vII

the highest payoff II can get.

Paralleling the strategies in the example above, suppose I and II play according to

the strategies (s∗I , s
∗
II) in the infinitely repeated game where

Strategy s∗I is:

• Play ŝI in round 1.

2The theorem holds for games with any finite number of players and the logic is basically
the same. But the notation is a bit more cumbersome.
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• Play ŝI in round n ≥ 2 as long as ŝ was the outcome in all previous rounds.

• Minmax II by playing MI in round n ≥ 2 if ŝ was not played all previous rounds.

Strategy s∗II is:

• Play ŝII in round 1.

• Play ŝII in round n ≥ 2 as long as ŝ was the outcome in all previous rounds.

• Minmax I by playing MI in round n ≥ 2 if ŝ was not played all previous rounds.

Strategies s∗I and s∗II are called grim trigger strategies. A single defection from (ŝI , ŝII)

triggers the harshest or grimmest possible punishment, namely being minmaxed forever.

The repeated game profile (s∗I , s
∗
II) is Nash if neither player can profitably deviate. To

establish this, we need to show that each player is playing a best response to the other

when the players care enough about the future. I ’s payoff to playing according to s∗I given

that II plays according to s∗II is:

UI(s
∗
I , s
∗
II) = v̂I + δv̂I + δ2v̂I + δ3v̂I + · · ·

We now need to show that this payoff is at least as good as I ’s most profitable devi-

ation. If I deviates from ŝI in the first round, it will get a payoff of no more than vI in

that round since this is I ’s highest payoff in the game. This deviation then triggers II

to minmax I for the rest of the game by playing MII in every future round. The best

that I can do when being minmaxed is to play optimally against MII and get its minmax

payoff of mI in every subsequent round. Putting these two things together, I ’s payoff to

the most profitable deviation is certainly no more than

dI = vI + δmI + δ2mI + δ3mI + · · · .

Deviation will not be profitable as long as:
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UI(s
∗
I , s
∗
II) ≥ dI

v̂I + δv̂I + δ2v̂I + δ3v̂I + · · · ≥ vI + δmI + δ2mI + δ3mI + · · ·

δ(v̂I −mI) + δ2(v̂I −mI) + δ3(v̂I −mI) + · · ·︸ ︷︷ ︸
future cost of deviating

≥ vI − v̂I︸ ︷︷ ︸
immediate gain

(16.4)

δ(v̂I −mI)

1− δ
≥ vI − v̂I

δ ≥ vI − v̂I
vI −mI

. (16.5)

Inequality 16.4 is the key to deterrence and is the generalization of inequality 16.3. The

immediate gain from deviating is no more than vI − v̂I . The future cost to deviating

is getting mI in each period when II minmaxes I instead of getting v̂I which I would

have gotten had it followed s∗I . The total cost of paying this price in all future rounds is

δ(vI − v̂I)/(1− δ).

As inequality 16.5 shows, as long as I ’s discount factor is large enough, the future

cost will outweigh the immediate gain. Recalling that the discount factor must be strictly

between zero and one, the final step is to note that the expression on the right side of

inequality 16.5 is less than one since v1 ≥ v̂1 > mI . This means that we can find a δ that

is both less than one but at least as large as the right side of inequality 16.5.

Repeating the argument for II shows that s∗II is a best response as long as δ ≥

(vII − v̂II)/(vII −mII). Neither player has a profitable deviation and the profile (s∗I , s
∗
II)

is Nash as long as

δ ≥ max

{
vI − v̂I
vI −mI

,
vII − v̂II
vII −mII

}
.

To sum up, starting with any individually rational profile of the stage game, we can

always find a strategy profile that is Nash in the infinitely repeated game and in which the

actors play the individually rational profile in every period along the equilibrium path.
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Figure 16.4: A finitely repeated game.

16.3 Finitely repeated games.

Many interactions have a well defined termination date. Contactual relations, for example,

often end on an agreed date. These kinds of interactions are often modeled as finitely

repeated games which end after a fixed number of rounds. Broadly we want to know how

much cooperation is possible in these kinds of settings. The answer is a lot.

As we have seen, the key to sustaining cooperation in a Nash equilibrium is for each

actor to be able to impose enough future punishment to make the cost of this punishment

outweigh the immediate gain. In an infinite game, the amount of punishment depends

mainly on the discount factor and whether the actors care enough about the future. There

is a second consideration in finitely repeated games. As long as the actors are far enough

from the end of the game that they have enough rounds left to make the future cost

outweigh the immediate gain, cooperation can be sustained by this threat. But when the

actors near the end of the game and there are few rounds left, it will not be possible to

make the future cost outweigh the immediate gain and cooperation must break down.

16.3.1 Cooperating in a finitely repeated game: an example.

We demonstrate these results in a specific example and then state the more general result.

Suppose the stage game in Figure 16.4 is played 100 rounds. I ’s minmax strategy against

II is C, and II ’s against I is Z. Both players have a minmax payoff of 0. The individually

rational profiles are (A,X), (A, Y ), (B,X), and (B, Y ).
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Observe first that (B, Y ) is a Nash profile in the one-shot game. Suppose each player

plays its part of this profile in each and every round regardless of what the other player

does. That is, I and II play according to

I ’s strategy ŝI is:

• Play B in every round.

II ’s strategy ŝII is:

• Play Y in every round 1.

You should be able to verify that the profile (ŝI , ŝII) is Nash in the 100-round game

where the payoff to following the strategies is 100 × 4 where we simplify the calculation

by disregarding discounting.3 In general, playing a stage-game Nash over and over again

is Nash in the finitely repeated game just as it was in the infinitely repeated game. As

with infinitely repeated games, finite repetition enlarges the set of equilibria.

To see how much cooperation there can be, we begin concretely by seeing if the actors

can cooperate by playing (A,X) in the first round and, if so, for many more rounds. We

start by considering the trigger strategies that worked for infinitely repeated games.

I ’s strategy s∗I is:

• Play A in round 1.

• Play A in round n ≥ 2 as long as (A,X) was the outcome in all previous rounds.

• Minmax II by playing C in round n ≥ 2 if (A,X) was not played all previous

rounds.

II ’s strategy s∗II is:

• Play X in round 1.

• Play X in round n ≥ 2 as long as (A,X) was the outcome in all previous rounds.

• Minmax I by playing Z in round n ≥ 2 if (A,X) was not played all previous rounds.

It is easy to see that I cannot profitably deviate in the first round because the 99

remaining rounds give II more than enough time to impose enough punishment on I to

3Because the game is finite we will not be adding up infinitely many per-period payoffs
and do not need discounting to take care of this mathematical issue. To simplify the
calculations we will assume there is no discounting. All of the results hold if there is
discounting but the calculations are more complicated.
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make the future cost outweigh the immediate gain. To verify this, note that if I follows

the strategies for the entire game it will get UI(s
∗
I , s
∗
II) = 4 × 100 = 400 where again we

are simplifying the calculations by disregarding discounting. If I deviates in round 1, the

best it can do is get 32 in that round. II will then minmax I for the remaining 99 rounds,

and the best that I can do while being minmaxed is get its minmax payoff of zero in each

of those rounds. The payoff to this is 32 + 99 × 0 = 32. This is clearly not a profitable

deviation.

Suppose instead that we are in round 60 with 40 rounds left to go. Can I profitably

deviate? The payoff to following s∗I is 4 in the current round as well as 4 in the next 40

rounds or 41 × 4 = 164 which is still much larger than the maximal payoff to deviating

which is 32 + 40× 0. Deviation still is not profitable.

But what if play is very close to the end of game, say in round 95 with only five rounds

left. Deviation will now be profitable because 6 × 4 < 32 + 5 × 0. In words, as we near

the end of the game, the amount of punishment a player can inflict on another may drop

below the amount needed to deter the other player from deviating.

The preceding shows that I and II cannot cooperation for the entire game, that is,

all 100 rounds. For how many rounds can they cooperate? The key is that they can only

cooperate as long as there are enough rounds left in the game so that each player can

impose high enough costs on the other that the future costs outweigh the immediate gains.

Consider the modified strategies in which we divide the 100 rounds into an endgame phase

lasting e rounds and an initial cooperative phase for the first 100− e rounds of the game.

The actors cooperate on (A,X) during the cooperative phase and, for reasons explained

below, play the stage-game Nash (B, Y ) during the endgame phase. More specifically, the

strategies are:

Strategy s∗I :

Cooperative phase:

• Play A in round n ≤ 100 − e as long as (A,X) was the outcome in all previous

rounds.

• Otherwise minmax II by playing C for the rest of the game.

Endgame:
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• If there was no deviation from (A,X) during the cooperative phase, play B in the

last e rounds of the game.

Strategy s∗II :

Cooperative phase:

• Play X in round n ≤ 100 − e as long as (A,X) was the outcome in all previous

rounds.

• Otherwise minmax I by playing Z for the rest of the game.

Endgame:

• If there was no deviation from (A,X) during the cooperative phase, play y in the

last e rounds of the game.

The strategies s∗I and s∗II will be fully specified once the value of e is determined. But

first why must the actors play a stage-game Nash during the non-cooperative endgame

phase? Because there are too few rounds left for either actor to deter the other from

foregoing an immediate gain, neither actor can rely on future punishments to deter the

other. As a result, neither agent will play anything that depends on the other actor’s

foregoing an immediate gain. But this is just another way of describing a stage-game

Nash. At (B, Y ) each player is already playing a best response. Neither player has a

profitable deviation and hence there is no need for either player to try to deter the other

from grabbing an immediate gain with the threat of future punishment.

We now calculate e. The endgame must be long enough that an actor can impose

enough future punishment to outweigh the immediate gain from deviating from (A,X).

To calculate the minimum e, suppose play is in the last round of the cooperative phase.

I ’s payoff to s∗I given II is playing s∗II is 4 in the last round of the cooperative phase

followed by 2 in each round of the endgame. If I deviates, it gets 32 instead of 4 but then

is minmaxed for the remaining e rounds during which the best that I can do is to get its

minmax payoff of 0 in each of those rounds. I has no incentive to deviate as long as

4 + 2e︸ ︷︷ ︸
follow

≥ 32 + e× 0︸ ︷︷ ︸
deviate

(16.6)

e ≥ 14.
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Figure 16.5: The one-shot prisoner’s dilemma.

In words, there must be at least 14 rounds left in the game in order to be able to impose

enough future punishment to make the future cost of deviating outweigh the immediate

gain. Taking e = 14, the actors can cooperate for the first 86 rounds of the game. Indeed,

if the game was a 1000 rounds long rather than 100, the number of periods needed to

impose enough punishment would still be 14, and the actors could cooperate for 986

rounds or 98.6 percent of the game.

Having specified e, the strategy profile (s∗I , s
∗
II) is now well defined and the task is to

verify that it is Nash. Clearly it is. If an actor deviates during the cooperative phase, it

will be minmaxed until the end of the game which is at least e rounds away. Inequality 16.6

ensures that this is not profitable.

Nor is there a profitable deviation during the endgame phase. If I expects II to play

Y in every remaining round no matter what I does, the best that I can do is to play its

part of the stage-game Nash, i.e., play B, in each round. The profile (s∗I , s
∗
II) is a Nash

equilibrium of the finitely repeated game.

Although we have worked with a specific example, the approach we have taken is

quite general and would work in most games. This suggests that there can be significant

amounts of cooperation even in finitely repeated games as long as we are far from the

termination date. While this is generally the case, there is an important exception: the

finitely repeated prisoner’s dilemma.
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16.3.2 The finitely repeated prisoner’s dilemma.

Suppose that the prisoner’s dilemma in Figure 16.5 is repeated for 100 rounds. How much

cooperation can there be? Can we construct strategies in which the actors cooperate on

(C,C) during a cooperative phase and then play the uncooperative stage-game Nash

(U,U) during an endgame phase lasting a few rounds? More specifically, can we find an

e for which the following strategies are Nash in the finitely repeated game.

Strategy s∗I :

Cooperative phase:

• Play C in round n ≤ 100 − e as long as (C,C) was the outcome in all previous

rounds. Otherwise minmax II by playing U for the rest of the game.

Endgame:

• If there was no deviation from (C,C) during the cooperative phase, play U in the

last e rounds of the game.

Strategy s∗II :

Cooperative phase:

• Play C in round n ≤ 100 − e as long as (C,C) was the outcome in all previous

rounds. Otherwise minmax I by playing U for the rest of the game.

Endgame:

• If there was no deviation from (C,C) during the cooperative phase, play U in the

last e rounds of the game.

As before, the endgame must be just long enough that an actor can impose enough

future punishment to outweigh the immediate gain from deviating. To calculate e, suppose

play is in the last round of the cooperative phase. I ’s payoff to s∗I given II is playing s∗II is

6 in the last round of the cooperative phase followed by the stage-game Nash payoff of 2

in each round of the endgame. If I deviates, it gets 10 instead of 4 but then is minmaxed

for the remaining e rounds during which the best that I can do is to get its minmax payoff

of 2 in each of those rounds. I has no incentive to deviate as long as
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6 + 2e︸ ︷︷ ︸
follow

≥ 10 + 2e︸ ︷︷ ︸
deviate

(16.7)

6 ≥ 10!

But this inequality never holds! No matter how long the endgame phase lasts, devi-

ation is always profitable. The profile (s∗I , s
∗
II) is never be Nash, and there can never be

a cooperative phase during which I and II play (C,C). The only Nash equilibrium of a

finitely repeated prisoner’s dilemma is playing the uncooperative stage-game Nash (U,U)

in every round.

Why can there be a lot of cooperation if the game in Figure 16.3 is repeated 100

rounds and none if the prisoner’s dilemma is played 100 rounds? To see why, rewrite

inequality 16.7 as

6 + e× (stage-game-Nash payoff)︸ ︷︷ ︸
follow

≥ 10 + e× (minmax payoff)︸ ︷︷ ︸
deviate

e× (stage-game-Nash payoff−minmax payoff) ≥ 4. (16.8)

If a player’s stage-game Nash payoff is strictly larger than its minmax payoff, as they are

in the game in Figure 16.3, then we can divide inequality 16.8 by the difference and get

e ≥ 4

stage-game-Nash payoff−minmax payoff

If, however, the stage-game Nash and the minmax payoff are the same as they are in the

prisoner’s dilemma, then inequality 16.8 reduces to the contradiction 0 ≥ 4.4

The algebra is highlighting a very simple idea: In the last round of the cooperative

phase, a cooperator will get the payoff to cooperating for one more period following by

its stage-game Nash payoff for the remaining e periods. If that player deviates, she will

get some immediate gain and then be “punished” by getting her minmax payoff for e

rounds. But if the stage-game Nash payoff is the same as the minmax payoff, there is no

4An actor’s stage-game-Nash payoff cannot be lower than his minmax payoff because
the minmax payoff is the lowest payoff a player can be held to.
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real punishment to deviating and cooperation collapses.

To put the starkly different results about cooperation in context, one should always

check to see if each actor can do better than her minmax payoff in some stage-game Nash.

If so, there can be a cooperative phase. If not, there cannot be a cooperative phase.

Finally, how likely is the former compared to the latter? The latter is very unlikely.5

16.3.3 Finite repetition: the general case.

Although the analysis of finitely repeated games has focused on two specific examples,

namely, the stage games in Figures 16.4 and 16.5, the approach has been quite general.

The following summarizes the results:

A Nash Folk Theorem for finitely repeated games: Let G be any finite

two-player game with actors I and II and let ŝ = (ŝI , ŝII) be any individually

rational profile of G. If each actor’s minmax payoff is strictly less than one of

it’s stage-game Nash payoffs, then there are strategies for the finitely repeated

game that are (i) Nash in the repeated game and (ii) the actors play profile

ŝ in every round during an initial cooperative phase after which they play a

stage-game Nash for an endgame phase.

16.4 Subgame perfection in infinitely repeated games.

So far we have focused on Nash equilibria and asked whether an actor could make the

future cost to a deviator outweigh the immediate gain. If this were not possible, the

threat to impose those costs would not be enough to deter deviation even if the threat

were credible. When an actor can impose high enough future costs, the credibility of

the threat to do so becomes an issue because the cost to the punisher of carrying out

the punishment may be very high. We address the credibility issue by looking for the

subgame perfect equilibria of the infinitely repeated game.

5A simple way to think about this question is to imagine that we have an n × m
game and that the payoffs associated with each profile are randomly assigned from some
interval, say [−10, 10]. The probability that all of the stage-game Nash payoffs are the
same as the minmax payoff for an actor is zero.
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Figure 16.6: Credibility in an infinitely repeated game.

We have seen that the profile in which each player repeatedly plays its part of a stage-

game Nash in every period is Nash in the infinitely repeated game. This profile is also

subgame perfect. Suppose the stage game in Figure 16.6 is played infinitely many times.

Noting that (B,X) is stage-game Nash, consider the profile in which I plays B in every

round and II plays X in every round. We show this profile is Nash in every subgame and,

therefore, subgame perfect.

What distinguishes one subgame from another is the history of play leading up to

it. Consider any subgame of the repeated game. To see that the profile is Nash in this

subgame, observe that if I believes II is going to play X in every round in this subgame,

I ’s best reply is clearly to play B in every round. Similarly, playing X is II ’s best response

to I ’s playing B in every round. Because each player is playing a best response to the

other in every subgame, the profile is subgame perfect. As with Nash equilibria, when we

ask how the subgame perfect equilibria of a one-shot encounter compare to the subgame

perfect equilibria of a repeated game, we are really asking how much more equilibrium

behavior there is in an ongoing interaction compared to a one-shot encounter?

No player has any short-run incentive to deviate when the agents are repeatedly playing

a stage-game Nash. There is therefore no need to rely on threats to deter deviation and

there is no credibility issue. Suppose instead that the actors are trying to cooperate on

(A,W ) using the trigger strategies
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I ’s strategy s∗I is:

• Play A in round 1.

• Play A in round n ≥ 2 as long as (A,W ) was the outcome in all n − 1 previous

rounds. Otherwise minmax II forever by playing C forever.

II ’s strategy s∗II is:

• Play W in round 1.

• Play W in round n ≥ 2 as long as (A,W ) was the outcome in all n − 1 previous

rounds. Otherwise minmax I forever by playing Y forever.

These strategies are Nash in the infinitely repeated game if the actors are sufficiently

patient, i.e., if the discount factor δ is sufficiently large. (You should be able to determine

how high δ must be.) Neither actor can profitably deviate from its strategy given the

other’s strategy. But are the threats and promises embedded in the strategies credible?

Is the strategy profile subgame perfect?

To show that this profile is subgame perfect we must demonstrate that the strategies

are Nash in every subgame. To show that the profile is not subgame perfect, we must find

a subgame in which the actors’ strategies are not Nash. Credibility problems typically

arise when carrying out a punishment is costly to the punisher. With this in mind, suppose

II deviates in the first round by playing X and getting 32 instead of 4. Are the strategies

in the subgame following this deviation Nash or can at least one agent profitably deviate?

To see if I can profitably deviate from carrying out the punishment, i.e., from playing

according to s∗I , we need to compare the payoff to following s∗I to the payoff to deviating.

As always when checking to see if a profile is Nash, each actor takes the other actors’

strategies as given. According to s∗II , II will start playing Y in round 2 and every round

thereafter because (A,W ) was not the outcome of round 1. Given this, I ’s payoff to

following s∗I and playing C forever yields -2 in round two and every round thereafter.

Thus I ’s payoff to following s∗I at the start of round two is −2/(1 − δ). I, however, can

clearly do better than this. If II is always going to play Y regardless of what I does, then

I can get zero in every round by deviating to playing A in every round. Because I has a

profitable deviation in the subgame, the profile (s∗I , s
∗
II) is not Nash in this subgame and

hence not subgame perfect.
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Grim trigger strategies are generally not credible because minmaxing an actor forever

is often very costly to the minmaxer, and this creates an incentive not to carry out the

threat. The key to finding subgame perfect profiles is finding threats that are credible

because carrying them out are in the threatener’s self-interest. One approach is not to

threaten minmaxing for the rest of the game but to threaten to play a lower-payoff stage-

game Nash for the rest of the game. If, for example, I or II deviates from (A,W ) in

Figure 16.6, the punishment would not be to minmax the deviator forever but to play the

stage-game Nash (B,X) forever. This punishment is less severe than minmaxing but if

the players care enough about the future, the future cost of this less severe punishment

will still outweigh the future gain, and, crucially, the threat to play (B,X) for the rest of

the game is credible as we will see.

Define the profile (s∗∗I , s
∗∗
II) as follows where the important point is that deviation

triggers playing the stage game Nash (B,X) forever:

I ’s strategy s∗∗I is:

• Play A in round 1.

• Play A in round n ≥ 2 as long as (A,W ) was the outcome in all n − 1 previous

rounds. Otherwise I plays its part of the stage-game Nash (B,X) forever.

II ’s strategy s∗∗II is:

• Play W in round 1.

• Play W in round n ≥ 2 as long as (A,W ) was the outcome in all n − 1 previous

rounds. Otherwise II plays its part of the stage-game Nash (B,X) forever.

To begin to assess the credibility of the threats implicit in these strategies, suppose

as before that II deviates in the first round by playing X and getting 32 instead of 4.

Are the strategies in the subgame following this deviation Nash or can at least one actor

profitably deviate?

According to s∗∗II , II will play X in every round of this subgame because (A,W ) was

not played in round one. I ’s payoff to following its strategy of playing B in every round

is 2 per-round. I clearly has no profitable deviation because 2 is the best it can do if II

is playing X in every round. In other words, s∗∗I is a best reply to s∗∗II , and (s∗∗I , s
∗∗
II) is

Nash in this subgame.
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To fully verify that (s∗∗I , s
∗∗
II) is subgame perfect, we need to show that the profile is

Nash in every subgame, not just in the subgame considered above. Because there are

infinitely many subgames, we cannot do this one by one. Rather we gather the infinitely

many subgames into two groups and show that the profile is Nash for any subgame in each

group. The two groups are (i) subgames following a history in which (A,W ) has been

played in every previous round and (ii) subgames following a history in which (A,W ) has

not been played in every previous round.

Start with any subgame in the first group. To show that I is playing a best reply to

s∗∗II observe that following s∗∗I brings I a payoff of 4 in every round for a total payoff of

4/(1− δ). If I deviates, the best it can do is get 32 in the round in which it deviates and

then get its stage game Nash payoff of 2 zero for the rest of the game. The payoff to this

is 32 + 2δ/(1− δ). There will be no incentive to deviate in any subgame in the first group

as long as

4

1− δ
≥ 32 +

2δ

1− δ

δ ≥ 14/15.

Now consider any subgame starting after a history in which (A,W ) was not played in

a previous round. I ’s strategy is to play B from that point forward, and II ’s strategy is

play X. This gives I a payoff 2 in every round. I again clearly has no profitable deviation

as 2 is the best it can do in any round when II is playing B. In sum, (s∗∗I , s
∗∗
II) is Nash in

every subgame and hence is subgame perfect.

Although we have worked with a specific example, the approach is quite general and

leaves us with a folk theorem for subgame perfect equilibria.

A Folk Theorem for infinitely-repeated games with stage-game Nash

punishments: Let G be any finite two-player game with actors I and II and

let ŝ = (ŝI , ŝII) be any profile giving each actor strictly more than it gets in

a Nash equilibrium of G. Then there are strategies for the infinitely repeated

game that are (i) subgame perfect in the repeated game and (ii) the actors

play profile ŝ in every round along the equilibrium path as long as the actors

care enough about the future, i.e., as long as δ is large enough.
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Relying on stage-game Nash punishments deals with the credibility issue. But the

punishment itself is not as harsh as possible and therefore cannot induce as much cooper-

ation as possible. For example, (A,Z) in Figure 16.6 is individually rational: each player

gets strictly more than its minmax payoff of zero. But I ’s payoff of 1 is less than its stage-

game Nash payoff of 2. Clearly, II cannot deter I from deviating playing from (A, Y ) and

getting 1 forever by threatening to impose I ’s stage-game payoff of 2 forever. Similarly,

I cannot deter II from deviating from getting 1 forever by threatening to impose I ’s

stage-game payoff of 2 forever.

We will not show it here because the punishment strategies are significantly more

complicated than the stage-game-Nash punishments. But the most general results for

subgame perfection parallel those for Nash equilibria. Let ŝ = (ŝI , ŝII) be any individually

rational profile of G. Then there are strategies for the infinitely repeated game that are

(i) subgame perfect in the repeated game and (ii) the actors play profile ŝ in every round

along the equilibrium path as long as the actors care enough about the future, i.e., as long

as δ is large enough.

16.5 Repeated Games Recap.

The discussion of repeated interaction began with the observation that most social inter-

actions are not one-shot encounters in which the actors meet once and are very unlikely

to meet again. Most social interactions entail continuing interaction over a period of

time. This led to the question of how the prospect of future interaction affects the actors’

behavior. How do the equilibria of a one-shot encounter compare to the equilibria of an

ongoing relationship with repeated interactions?

We have seen that if G is the stage game, then repeated play of a stage-game Nash of

G is subgame prefect (and hence Nash) in the repeated game. The question of what can

happen when we move from a one-shot encounter to a repeated interaction thus becomes:

How much more can happen? What profiles of G might be played along the equilibrium

path of the repeated game that are not Nash equilibria of G?

The answer is a lot. For any individually rational profile ŝ of G, there is a subgame

perfect equilibrium of the infinitely repeated game such that ŝ is played in every period
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along the equilibrium path. These results highlight the importance of an infrastructure of

threats and promises in supporting cooperation, i.e., of getting actors to forego immediate

gains for larger, long-run gains.


	The infinitely-repeated prisoner's dilemma.
	Specifying the game.
	Repeated uncooperative play is Nash.
	Cooperation in an infinitely repeated prisoner's dilemma.

	A Nash folk theorem for infinitely-repeated games.
	Minmax punishments.
	The Nash folk theorem: an example.
	A Nash folk theorem: two-player games.

	Finitely repeated games.
	Cooperating in a finitely repeated game: an example.
	The finitely repeated prisoner's dilemma.
	Finite repetition: the general case.

	Subgame perfection in infinitely repeated games.
	Repeated Games Recap.

