
17. Asymmetric Information Games∗

We have until now always assumed that every aspect of a game is common knowledge.

Every actor, for example, knows all of the other actors’ payoffs as well as her own. But

actors in many situations know different things. A buyer knows how much he is willing

to pay, but the seller generally does not.

The assumption that every actor knows every actor’s payoffs has important effects on

the dynamics of interaction, namely, that interactions often end almost as soon as they

begin. Recall that the was no real escalation in equilibrium of the brinkmanship game.

If the defender’s resolve was greater than the challenger’s, there was no challenge. If the

challenger’s resolve was greater, there was a challenge but the defender quit immediately

and there was no escalation. Nor was there any real fighting in the equilibrium of the

finite-resource war of attrition. The side that knew it would run out of resources first knew

that it could not win, that continued fighting would only bring higher costs, and that,

as a result, the best thing to do was to quit as soon as possible. There was at most one

period of fighting along the equilibrium path if the side that would run out of resources

first happened to move second in the game. And there was no back-and-forth bargaining

in the equilibrium of the Rubinstein bargaining game. The first offer was accepted.

One reason why the interaction was so truncated was that each player knew all that

there was to know about all of the other players. This meant that each player knew

who could hang on the longest in brinkmanship or the war of attrition, or exactly what it

would take to buy a “yes” from the other side in the bargaining game. Continuing to press

on by escalating in brinkmanship, fighting in the war of attrition, or rejecting an offer in

order to make a counter offer only brought higher costs in terms of the risk of disaster, the

cost of fighting, or a delayed agreement. Because every actor knew everything there was

to know about every other actor, there was no reason to pay these costs. Everyone knew

what the best deal possible was and there was no reason to pay higher costs to reach it.

Another way to say this is that costly processes like escalation in brinkmanship, fight-

ing in wars of attrition, or back-and-forth haggling in bargaining are often learning pro-

cesses. A state in a brinkmanship crisis escalates because it believes there is a chance its

∗These are lecture notes for PS135/Econ110 at UC Berkeley by Robert Powell.

1



17.1 A SIMPLE ASYMMETRIC-INFORMATION BUYER-SELLER GAME. 2

adversary will back down. If the other does not, the former learns that its adversary is

more resolute than it initially thought. A firm fights a price war for market dominance

because it believes it can hang on longer than the other firm. But the longer the other

firm lasts, the less confident the firm becomes that it actually can last longer than its

competitor. A buyer may offer a low price because he thinks the seller is impatient and

eager to settle. But if the seller repeatedly rejects low offers, the buyer may come to

believe that the seller is more patient than originally believed and in light of these revised

beliefs offer a higher price.

To the extent that costly processes are learning processes, the dynamics of brinkman-

ship, wars of attrition, and bargaining should be truncated when every actor knows all

there is to know about all of the other actors. There is nothing to learn in these situ-

ations. In order to develop models that are rich enough to illuminate the dynamics of

escalation, one needs to start with models in which there is something to learn, where,

for example, one player knows its payoffs but the other does not. Games in which the

players start out believing different things are called game of asymmetric information

or of incomplete information or, equivalently, of private information.

This chapter focuses on how one represents an asymmetric-information situation as

a game. As we will see, the answer is that asymmetric-information situations become

imperfect-information games which, like any other imperfect-information game, can be

solved for their subgame perfect equilibria. We start with a simple buyer-seller game.

17.1 A simple asymmetric-information buyer-seller game.

Suppose a seller is able to make a take-it-or-leave-it offer to a buyer. That is, the seller

can name a price p which the buyer can accept or reject. (We assume a take-it-or-leave-it

bargaining protocol in order to focus on the asymmetric information between the buyer

and seller.) The seller, however, is unsure of the the buyer’s reservation value, i.e., the

maximum price the buyer is willing to pay. To keep things simple, suppose that the seller

believes that the buyer’s reservation value is either $80 or $40 and that the probability of

the former is .6 while the probability of the later is .4. We also assume that the offers are

initially limited to $20, $40, $60, $80, and $100. (We will eventually relax this assumption
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Figure 17.1: Buyer-seller bargaining: step 1.

and let the seller name any price.)

How do we represent this interaction as a game? The first step is to write a tree as

if the seller knew the buyer’s reservation value. Since there are two possible reservation

values, there are two trees as shown in Figure 17.1. The seller faces buyer-type b′ whose

valuation is 80 in the tree on the right and buyer-type b whose valuation is 40 in the tree

on the left.

The second step in translating the asymmetric-information interaction into a game

begins with an analogy to the simple poker game introduced in chapter 8. Recall that

player I knew the color of her card but not of II ’s. That is, I is uncertain whether she is

facing a red-card type of II or a black-card type. Similarly the seller is uncertain whether

she is facing b′ who is willing to pay up to $80 or if she is facing b who is only willing to
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Figure 17.2: Buyer-seller bargaining: step 2.

pay $40.

The latter situation is modeled in the same way that I ’s uncertainty about II ’s card-

type is modeled in the poker game. That is, a fictitious player called Nature or N “deals

the type” that the seller faces in the same way that Nature deals the cards in the poker

game. More specifically, the interaction begins with a move by Nature who chooses the

buyer-type that will actually face the seller. The probability that Nature chooses buyer-

type b′ is .6 which reflects the chances that seller thinks she is facing the high-valuation

buyer. N chooses the low-valuation type b with probability .4 as illustrated in Figure 17.2.

The tree in Figure 17.2 is a well-defined game in which the seller faces the high-

valuation buyer with probability .6 and the low-valuation buyer with probability .4. But

the game does not yet model the asymmetric-information interaction described above.
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The game in Figure 17.2 is a game of perfect information. Substantively, when the seller

makes the offer, she knows if she is a the right node and facing b′ or at the left node

facing b. The seller is not uncertain of the buyer’s valuation when making the offer as the

seller is in the asymmetric-information interaction we are trying to model. The game in

Figure 17.2 is not yet quite right.

The final step in modeling the asymmetric-information interaction is stitching the

two trees in Figure 17.2 together with information sets so that the resulting information

structure represents that described in the interaction. This means that the seller’s two

decision nodes should be in the same information set as in Figure 17.3. When the seller

is making the offer in this game, she is unsure of the buyer’s valuation and believes that

she is facing the high-valuation type b′ with probability .6 and the low-valuation type b

with probability .4.

The asymmetric-information interaction has become an imperfect-information game

which can be solved for its subgame perfect equilibria. Before doing so, it is useful to

summarize the steps needed to describe an asymmetric-information interaction as an

imperfect-information game.

17.2 From asymmetric-information interaction to a game.

Going from the description of an asymmetric-information interaction to an imperfect-

information game-theoretic model of the interaction is a three-step process. Once the

game is specified, it can be analyzed with the tools you have already learned, especially,

subgame perfection, as well as with some new tools that are coming.

The three steps are:

1. Construct a tree for every combination of types that could face each other.

2. Start the tree with a move by Nature that determines which types will actually face

each other with the probabilities defined by the description of the interaction.

3. Stitch the separate trees together with information sets so that the information

structure of the game mirrors the description of the interaction.

It only takes one information set to stitch the trees together in the simple take-it-or-

leave-it buyer-seller game in Figure 17.3. But it often takes more. Recall the campaign
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Figure 17.3: Buyer-seller bargaining: step 3.

war chest game in example 10.3. An incumbent I had amassed a war chest of 3 million

dollars while a would-be challenger C only has 1.5 million. Campaign’s are costly, and

each candidate spends half a million dollars a month. Once a candidate runs out of money

it must drop out of the race. In that example, each side knew that the challenger could

only last three rounds and that the incumbent could last six.

Suppose instead that the incumbent is unsure of how long the challenger can hold on,

possibly because he is unsure of the size of the challenger’s war chest. The incumbent

believes that there is a 25 percent chance that the challenger can only fight for four rounds

but a 75 percent chance that she can fight for eight rounds. Let C4 be the challenger-type

who can only hold on for four rounds and C8 be the challenger-type who can hold on for

eight.
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Figure 17.4: The trees for the war chest game.

The first step in setting up the game is constructing a separate tree for each combi-

nation of types that could face each other. The second steps is for Nature to determine

the types that actually face each other. These steps are shown in Figure 17.4.

The final step is stitching the trees together so that the information structure of the

tree reflects what the players know in the interaction. This is done in Figure 17.5. The

important thing to note is that nodes [1] and [2] are in the same information set for I as

are nodes [3] and [4]. Both types of challenger are physically able to fight for at least one

round. As a result, the incumbent cannot tell whether he is facing C4 or C8 after a single

round, so [1] and [2] are in the same information set. Similarly, both types of challenger

are also able to fight for three rounds, so the incumbent cannot tell whether he is facing

C4 or C8 after three rounds of fighting. Nodes [3] and [4] are in the same information

set. If, however, the fighting lasts for five rounds, the incumbent knows that he must be

facing C8 and is at node [5], because C4 is unable to fight for more than four rounds.

17.3 Solving the two-type buyer-seller game.

Having seen how to represent asymmetric information interactions as imperfect informa-

tion games, we solve some. We start with the simple buyer-seller game in Figure 17.3 and
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Figure 17.5: The information structure for the war chest game.

solve it for its subgame perfect equilibria. A buyer-type accepts any price less than or

equal to its valuation and rejects higher prices. Type b′ accepts prices less than or equal

to 80 as shown in Figure 17.6; type b accepts prices less than or equal to 40.

As for the seller, it is clear that the seller will offer to sell at a price of 40 or 80. To see

why, note that if the seller charges 40, both types buy and seller gets 40. Both types would

also buy if the seller charged 20, but the seller would only get 20 and clearly does worse.

Indeed, charging anything less than 40 is strictly dominated by charging forty. If the seller

charges 80, the high-valuation buyer-type b′ buys but the low-valuation buyer-type does

not. The seller’s expected payoff is .6(80) + .4(0) = 48. This strictly dominates charging

anything between 80 and 40. If, for example, the seller charges 60, only the high-valuation

buyer will buy. But this means getting 60 rather than 80 if the seller actually is facing

the high-valuation buyer, and this is clearly worse for the seller than charging 80. Finally,

charging 80 and getting 48 strictly dominates charging anything more than 80 as neither

type would buy and the seller would get zero. In brief, the seller will either charge as

much as the low-valuation buyer is willing to pay or as much as the high-valuation buyer

willing to pay.

Comparing the payoff of charging 40 to 80, the seller charges 80 as indicated in Fig-
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Figure 17.6: The equilibrium of the buyer-seller game.

ure 17.6. The subgame perfect equilibrium profile is: b′ accepts any p ≤ 80; b accepts any

p ≤ 40; and the seller offers p∗ = 80. Note that there is a positive probability that the

bargaining will break down and that the seller’s offer will be rejected even though the sell

is willing to sell at a price of 40. When the seller names a price of p∗ = 80, she believes

that there is a 40 percent chance that she is facing a low-valuation buyer who will reject

here offer. Asymmetric information often leads to bargaining breakdowns even though

each bargainer is acting in her own best interest. Often a risk of breakdown is worth the

prospects of agreeing on more favorable terms. This risk-return trade-off is even clearer

in the generalization of the buyer-seller game discussed next.
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Figure 17.7: The the buyer-seller game.

17.4 A more general buyer-seller game.

We generalize the two-type buyer-seller game in two ways. First, the seller is no longer

limited to charging $20, $40, $60, $80, or $100. The seller can now name any price p ≥ 0.

Second, the seller is no longer sure that she is facing one of two buyer-types. Rather, the

seller believes that the buyer’s reservation value b can be anything between 0 and 100.

She also believes any value in this range is as likely as any other value. Put another way,

seller believes that the buyer’s reservation value is evenly or uniformly distributed over

this range.1 As before, the seller makes a take-it-or-leave-it offer.

Because there are now infinitely many buyer types, i.e., any b ∈ [0, 100], it is impossible

to draw a tree that actually shows all of the ways events could unfold. Rather, the tree in

Figure 17.7 is a suggestive schematic. The seller names a price p. If buyer-type b accepts,

the seller gets p and the buyer gets something he values at b in return for a price p giving

a net payoff of b− p. If the buyer says no, both get zero.

To find the subgame perfect equilibrium of the game, observe that a buyer-type simply

accepts any price less than or equal to his reservation value. That is, b accepts any p ≤ b

and rejects any p > b. To find the seller’s optimal offer we start with a concrete example,

namely, finding the seller’s expected payoff to offering to sell at p = 75. We then generalize

1Beliefs in game-theoretic models are formalized as probability distributions, here the
uniform distribution. The uniform distribution makes it easy to calculate probabilities.
But the approach used here is quite general and will work regardless the seller’s beliefs
about the way b is be distributed.
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to find the seller’s payoff to any p. From there we derive the payoff maximizing offer p∗.

Suppose the seller proposes a price of p = 75. Type b accepts if b ≥ 75 and rejects

if b < 75. In effect, the seller faces a lottery when p = 75. If the buyer accepts, the

seller gets p; if the buyer rejects, the seller gets zero. The payoff to setting p = 75 is the

expected payoff of this lottery or

US(75) = 75× (probability 75 is accepted) + 0× (probability 75 is rejected) (17.1)

US(75) = 75 Prob{b ≥ 75} (17.2)

To determine the probability that the buyer will accept 75, note that types whose valu-

ations are 75 or above accept as shown in Figure 17.8. Types whose valuations are less

than 75 reject. Given that the seller believes that the buyer’s valuations are evenly or

uniformly distributed between zero and 100, the probability that b ≥ 75 is just the length

of the interval from 75 to 100 over the length of the entire interval:

Prob{b ≥ 75} =
100− 75

100− 0
=

1

4
.

Substituting this into equation 17.2 gives US(75) = 75/4. That is, the seller’s expected

payoff to charging 75 is $18.75.

Figure 17.8: Buyer-types accepting and rejecting p = 75.

To find the optimal price to charge we have to first find the seller’s payoff to charging

any p. Paralleling equation 17.1, the seller’s expected payoff to charging p is

US(p) = p× (probability p is accepted) + 0× (probability p is rejected)

US(p) = pProb{b ≥ p}
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Figure 17.9: Buyer-types accepting and rejecting p.

Figure 17.9 shows the types who accept p and reject it. The probability that p is accepted

is the length of the interval from p to 100 over the entire interval or

Prob{b ≥ p} =
100− p

100− 0
=

100− p

100
.

Substituting this into the previous equation gives

US(p) = p

(
100− p

100

)
. (17.3)

Equation 17.3 highlights the risk-return trade off. The higher the price the seller

tries to charge, the better off the seller is if the buyer accepts. But the probability that

the buyer accepts, (100 − p)/100, decreases as the seller increases the price. The seller’s

best-response to the buyer’s strategy optimizes this trade off.

The seller’s payoff US(p) is plotted in Figure 17.10 where the optimal offer p∗ maximizes

US(p). To find p∗, recall that the derivative of a function, US(p) in this case, is the slope

of the function. We want the value of p at which the slope is flat because that is where

the curve peaks. To find p∗ analytically, differentiate US(p) with respect to p, set the

derivative equal to zero, and solve for p. The derivative is

dUS(p)

dp
=

(
100− p

100

)
+ p

(
−1

100

)

=
100− 2p

100
.

Setting the derivative equal to zero and solving for p gives the seller’s optimal price
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Figure 17.10: The seller’s payoff to offering p.

p∗ = 50.

Summing up, the subgame perfect equilibrium profile is for the seller to offer p∗ = 50

and for each of the infinitely many buyer-types b ∈ [0, 100], type b accepts any p ≤ b and

rejects any p > b. The probability that the equilibrium offer will be rejected and that the

bargaining will break down is

Prob{p∗ > b} =
p∗

100
=

1

2
.

The seller could of course make an offer that was sure to be accepted, namely p = 0. But

this is not the optimal offer. The seller prefers to accept some risk of breakdown in order

to get a higher expected return.

17.5 Bargaining breakdowns as a cause of war.

Political scientists often see war as a kind of bargaining breakdown, and informational

asymmetries are often an important cause of bargaining breakdowns. A simple model

illustrates this idea.

Two states, S and D, are bargaining about the international distribution of benefits,

e.g., who gets what. More concretely, imagine that the two states are bargaining about
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Figure 17.11: The distribution of territory.

revising the territorial status quo. Figure 17.11 illustrates the situation. The territory in

dispute lies between the states’ capitals and can be represented by an interval from zero

to 100. The existing status quo is q with D controlling the territory to the right of q and

S controlling the territory to the left. Proposals for revising the territorial status quo

are points within this interval. If, for example, the states agree to proposal t, the border

would move from q to t with D controlling the territory to the left of t and S controlling

territory to the right of t.

To keep things simple, S makes a take-it-or-leave-it offer t ∈ [0, 100] as shown in

Figure 17.12. D can accept or reject by fighting. If D accepts, the border moves to t with

D getting a payoff of t and S getting a payoff of 100− t. If D fights, it wins the war with

probability p and loses with probability 1− p.

We can think of p as a measure of the distribution of power. If p is small, D is unlikely

to win. If p = 1/2, D and S are equally likely to win and there is an even distribution of

power. If p is large, D is strong and likely to win. Assume p = .75.

If a state wins, it gets all of the territory, i.e., a payoff of 100, less its cost of fighting.

S’s cost is s and D’s cost is d. If a state loses, it losses all of the territory and pays the

cost of fighting. Putting this together, the states’ payoffs to fighting are
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Figure 17.12: Bargaining over territory in the shadow of force.

FD = p(100− d) + (1− p)(0− d) = 100p− d

FD = .75(100− d) + .25(0− d) = 75− d

FS = (1− p)(100− s) + p(0− s) = 100(1− p)− s

FS = .25(100− s) + .75(0− s) = 25− s

To highlight the effects of asymmetric information, we assume first that both states

know each other’s payoffs and solve the game by backwards induction. In particular, S’s

cost of fighting is d = 20 and D’s is d = 15. In equilibrium, D accepts any proposal

offering at least as much as it gets by fighting. That is, D accepts any t ≥ 100p− d = 60.

S’s best response to this is either to buy a “yes” at the lowest possible price by offering

t = 60 or to buy a “no” buy offering less than this. S prefers the former if its payoff to

agreeing on t = 60 is better than its payoff to fighting, i.e., if 40 ≥ .25 × 100 − 20 = 5

which clearly holds. The subgame equilibrium profile of the complete-information game

is:

• D accepts any t ≥ FD = 60 and rejects any t < 60.

• S offers t∗ = 60.
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Note that with complete information, S knows exactly how much it has to offer in order

to buy a “yes” and that the probability that D rejects the equilibrium offer and that the

states fight is zero.

Suppose instead that S is uncertain of D’s exact cost of fighting but believes it to be

evenly distributed between 0 and 30. Type d’s strategy is:

• For any player-type d ∈ [0, 30], d accepts any t ≥ 75− d and rejects any t < 75− d.

To find D’s best reply to this, i.e., its optimal offer, we first find its payoff to making any

offer t and then find the offer that maximizes this payoff. S’s payoff to offering t is

US(t) = (100− t)× (probability t is accepted) + FS × (probability of fighting)

= (100− t)× (probability t is accepted) + 5× (probability of fighting)

where the second line uses s = 20 and FD = 25− s = 5.

To find the probability that t is accepted, observe that type d accepts if t ≥ 75− d or,

equivalently, if d ≥ 75 − t. This means that if S offers 75 or more, all types of D would

accept, i.e., an offer of 75 or more is sure to be accepted. Of course if 75 is sure to be

accepted, offering more is strictly dominated since it too is sure to be accepted and, when

accepted, leaves S worse off. That d accepts if d ≥ 75 − t also means that if S offers 45

or less, the offer is sure to be rejected.2

Because D is sure to reject offers less of 45 or less and accept offers of 75 or more for

sure, the relevant range of offers is 45 ≤ t ≤ 75. For offers in this range, the probability

that d accepts, i.e., that d ≥ 75− t, is just the length of the segment from 75− t to 30 over

the total length given that d is evenly distributed between 0 and 30 (see Figure 17.13).

Figure 17.13: Types accepting an offer of t and types fighting.

2Type d rejects if d < 75− t. Since d ≤ 30, all d satisfy the condition d < 75− t when
t < 45.
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Figure 17.14: S’s optimal territorial offer.

This leaves:

probability t is accepted = Prob{d ≥ 75− t}

=
30− (75− t)

30− 0

=
t− 45

30
.

Substituting this into the expression for S’s payoff to offering any t between 45 and

75 gives:

US(t) = (100− t)

(
t− 45

30

)
+ 5

(
75− t

30

)
.

This expression underscores the risk-return trade off facing S. The more it offers, i.e.,

the larger t, the lower S’s payoff to settling, 100 − t, but the higher the probability of

reaching a settlement, (t− 45)/30.

Figure 17.14 illustrates S optimal offer t∗. To find it, differentiate US(t) with respect

to t and solve for the value of t at which the derivative is zero which is where the function

peaks. The derivative is



17.6 SUMMARY. 18

dUS(t)

dt
= −

(
t− 45

30

)
+ (100− t)

(
1

30

)
− 5

30

=
140− 2t

30
.

Setting this equal to zero and solving for the optimal offer, i.e., S’s best reply, gives

t∗ = 70.

The subgame perfect equilibrium is:

• For any player-type d ∈ [0, 30], d accepts any t ≥ 75− d and rejects any t < 75− d.

• S offers t∗ = 70.

The equilibrium probability that the bargaining ends in a negotiated settlement is the

probability that t∗ is accepted:

t∗ − 45

30
=

70− 45

30
=

5

6
.

The equilibrium probability that the bargaining ends in fighting is 1/6.

17.6 Summary.

This chapter has shown how one models situations involving asymmetric information.

The asymmetric-information interaction becomes an imperfect-information game. There

are three steps:

1. Construct a tree for every combination of types that could face each other.

2. Start the tree with a move by Nature that determines which types will actually face

each other with the probabilities defined by the description of the interaction.

3. Stitch the separate trees together with information sets so that the information

structure of the game mirrors the description of the interaction.
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The resulting imperfect-information came is analyzed with the tools we would use to

analyze any other imperfect-information game, e.g., subgame perfection.

A key result is that asymmetric information often leads to inefficient outcomes. There

is no escalation in brinkmanship, virtually no fighting in finite wars of attrition, and

immediate agreement in bargaining when there is complete information.3 When there is

asymmetric information, actors may escalate, fight, or fail to reach immediate agreement

if they initially believe that there is a sufficiently large chance that the other side will

eventually give in. As we will see in the next chapter, asymmetric information can also

lead markets to collapse or not work very well.

3There is at most one round of fighting in a war of attrition if the side that can hang
on the longest moves first in the game. The other side quits as soon as possible but does
not have an opportunity to do so until there has been a round of fighting.
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