
18. Principal-Agent Interactions∗

Principal-agent games are another workhorse family of models. These models leave

out many details of particular problems in order to highlight some of the essential features

that are common across a wide range of problems. The key feature of a principle-agent

problem is that one actor – the principal – tries to enlist the help of another actor –

the agent – to achieve its goals. The principal may work through the agent because she

cannot achieve her goals on her own or because enlisting the agent is a less costly way of

attaining them.

For example, the stockholders or owners of a firm often work through a chief executive

officer (CEO) to achieve their goals of a profitable growing company. Employers use

their workers to achieve their goals. City councils often hire a city manager to achieve

their goals. Voters in a democracy work through their representatives to achieve their

programmatic goals. The United States often tries to enlist the help of smaller countries

in achieving its counter-terrorist or counter-drug trafficking goals. Russia enlisted the

help of pro-Russian groups in eastern Ukraine to achieve its goals.

It is easy for the principal to enlist the agent’s help if the principal and agent share the

same goals. The agent acting in his own self-interest also makes the principal better off

when the agent’s and principal’s interests are completely aligned. The difficulty arises if

the principal’s and agent’s interests are not aligned. When interests diverge, the principal

tries to use her ability to shape the incentives facing the agent to induce the agent to

further the principal’s interests. An employer may use a combination of wages, bonuses,

and stock options to induce an employee to exert maximal effort toward making a company

a success. Voters may decide to retain an incumbent only if he has supported health care

legislation or a tax cut. The International Monetary Fund (IMF) may not renew a loan

if a borrower has not made enough progress on fiscal reform.

There are two broad kinds of principal-agent problems. Each emphasizes a different

factor limiting the principal’s ability to induce the agent to act on the principal’s behalf.

The first is the problem of moral hazard or hidden action. It arises when the principal

is unable to fully observe the agent’s actions and may only get a noisy indicator of what

∗These are lecture notes for PS135/Econ110 at UC Berkeley by Robert Powell.
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the agent does. A board of directors may be unable to monitor the CEO closely enough

to determine if a high stock price is the result of good long-run planning or of measures

intended to boost the short-run value of the stock at the expense of long-run profits. An

insurance company may be unable to monitor how hard someone it has insured works to

avoid a loss now that he is insured.

The second kind of principle-agent problem is that of adverse selection or hidden

information. The agent in these situations has private information. An entrepreneur

seeking financial backing is likely to have private information about some aspects of the

proposed venture and its likely profitability. A seller may have private information about

the quality of what is for sale. A voter may be unsure of the true policy preferences of

a candidate when deciding how to vote. As we will see, markets often do not work well

when different parties have different information.

This chapter studies four different principal-agent examples, two moral-hazard prob-

lems and two adverse selection problems. The first is the incentive problem that arises

when an insurance company is unable to monitor or contract on how hard an insured

party works to avoid the loss for which it is now insured. The insurance company is the

principal trying to get its agent, the insured party, to take steps to mitigate the risk. The

second example is a manger’s efforts to induce a software engineer to exert high effort

when the profitability of the firm only provides a noisy measure of how hard the engineer

is working. The third example is the “market for lemons” in which a seller has private

information about the quality of the goods being sold.1 The final example focuses on the

health insurance market when the buyer has private information about his or her health.

18.1 Moral hazard: insurance and effort.

This first example examines the effects of insurance on the insuree’s efforts to mitigate the

risk against which she is now insured. When an insurance company is unable to monitor

or contract on how hard the insured party works to avoid the loss for which it is now

insured, the insured party generally works less hard to mitigate the risk. This typically

1UC Berkeley’s Professor emeritus George Ackerlof shared in the 2001 Nobel prize for
analyzing this problem and helping to found the field of information economics.
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leads to more risk than is socially optimal.

More and more people want to live at the wildlife-urban interface (WUI) where houses

and other development abut undeveloped natural areas. Wild fires pose significant risks

to homes in these areas. Some of these risks can be mitigated by building codes that

require fire-resistant building materials. Other risks depend on homeowners to take steps

like cutting back vegetation and maintaining a fire safety zone around their houses.

For the purposes of this example, assume that the probability of a fire varies with a

homeowner’s effort e according to

Prob{fire} = .25−
√
e

5
. (18.1)

The probability of a fire is .25 if the home owner exerts zero effort (e = 0) and decreases

as the homeowner’s effort increases. The house is worth 100, and the homeowner’s utility

for money (or things measured in money) and effort is

Uh(m, e) =
√
m− e

where m is the money the homeowner has and e is the effort he exerts. The homeowner

is risk averse in money in that
√
m is concave.

Before examining the incentive effects of insurance, we get a baseline of what the

homeowner would do if there were no insurance. How much effort would he exert on his

own behalf? To answer this, we find the level of effort that maximizes the homeowner’s

utility where we assume that the house is a complete loss valued at zero if there is a fire.

Vh(e) =
(√

100− e
)

Pr{no fire}+
(√

0− e
)

Pr{fire}

=
(√

100− e
)[

1−
(
.25−

√
e

5

)]
+
(√

0− e
)(

.25−
√
e

5

)

= 10

[
.75 +

√
e

5

]
− e.

Figure 18.1 shows how Vh(e) varies with effort and illustrates the optimal level of effort

e∗u where the subscript indicates that the homeowner is uninsured. To find the optimal

level of effort, we differentiate Vh, set the derivative equal to zero, and solve for eu. This
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Figure 18.1: The homeowner’s payoff to effort e.

gives

Vh(e)

de
= 10

[
1

10
√
e

]
− 1

0 =
1√
e
− 1 (18.2)

√
e = 1

e∗u = 1.

The first term on the right of equation 18.2, i.e., 1/
√
e, is the marginal gain of exerting

slightly more effort. The second term is the marginal cost. The optimal level of effort is

where the marginal gain just offsets the marginal cost, i.e., where the derivative dVh/de

equals zero.

If there are no externalities, i.e., if this homeowner’s actions have no effect on the risks

that others have to run, then the social gains from the homeowner’s effort are the same

as that of the individual homeowner.2 Effort e∗h is the socially optimal level of effort as

2If houses are close enough together so that if one house catches fire other houses are
more likely to, then there is an externality. The social benefit of the homeowner’s effort
is higher than the individual homeowner’s benefit. We set this possibility aside here.
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Figure 18.2: The fire insurance game.

well as the homeowner’s. If the homeowner’s level of effort is below e∗u, the social gain

from exerting more effort outweighs the social cost. If the homeowner’s effort is above e∗u,

the social gain from exerting less effort outweighs the social cost.

Turning to the incentive effects of insurance, suppose that an insurance company I

offers to sell an insurance policy to the home owner at price p. To keep the calculations

simple, we assume the policy fully underwrites the value of the house: If a fire is destroys

the house, the homeowner’s loss of 100 is fully covered by the insurance company. The

game is depicted in Figure 18.2.

The insurance company sets the price at the start of the game. If the homeowner buys

insurance at price p, he then decides how much effort to exert where the probability of a

fire is given by equation 18.1. If the homeowner decides not buy insurance, then he again

decides how much effort to exert knowing that he is not insured.

Solving the game by backward induction, the homeowner without insurance exerts

effort eu = 1 at node [1]. This means that the homeowner’s payoff to foregoing insurance

is

Vh(1) = 10

[
.75 +

√
1

5

]
− 1 = 8.5.



18.1 MORAL HAZARD: INSURANCE AND EFFORT. 6

If play is at note [2] where the homeowner has purchased insurance, he will choose the

level of effort which maximizes his payoff V i
h where the superscript i indicates insurance.

The homeowner has a house worth 100 less the price of insurance p if there is no fire. He

loses the house but gets a payment of 100 if there is a fire, so again his monetary holdings

are 100 − p if there is a fire. As a result, his expected payoff to exerting effort ei when

insured is

V i
h(ei) =

(√
100− p− ei

)
Pr{no fire}+

(√
100− p− ei

)
Pr{fire}

=
(√

100− p− ei

)[
1−

(
.25−

√
ei

5

)]
+
(√

100− p− ei

)(
.25−

√
ei

5

)
=
√

100− p− ei.

The last line shows that the homeowner has a negative incentive to exert effort to

mitigate the risk of fire when fully insured against a loss. The larger ei, the lower the

homeowner’s payoff. The optimal level of effort when insured is e∗i = 0 which leaves the

homeowner with a payoff of V i
h(0) =

√
100− p.

When the homeowner is deciding whether to buy insurance at node [3], he will if

V i
h(0) ≥ Vh(1) or

√
100− p ≥ 8.5 which reduces to p ≤ 27.75. When I is deciding what

price to charge at node [4], it would like to charge the maximum the homeowner would

be willing to pay. By contrast I would never set a price lower than the expected payout.

Given that the homeowner will exert effort e∗i = 0 if he buys insurance, the expected

payout is a payout of 100 if there is a fire weighted by the probability of a fire plus a payout

of zero if there is no fire weighted by the probability of no fire: .25× 100 + .75× 0 = 25.

This means that I will always charge p ≥ 25 and would prefer not to sell insurance and

get a payoff of zero if the alternative were selling at a p < 25. Assuming I has the market

power to make a take-it-or-leave-it offer as in Figure 18.2, I sets p∗ = 27.75.

Summarizing, the subgame perfect equilibrium is:

• I sells insurance at price p∗ = 27.75.

• The homeowner buys if p ≤ 27.75 and does not buy at higher prices.

• If the homeowner buys, he exerts effort e∗i = 0.

• If the homeowner does not buy, he exerts e∗u = 1.
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The equilibrium path is for insurance to be purchased at price p∗ = 27.75, the home-

owner to exert effort e∗i = 0, and for there to be a fire with probability .25. I ’s equilibrium

payoff is the price less the expected payout: 27.75− 25 = 2.75. The homeowner’s equilib-

rium payoff is
√

100− 27.75 = Vh(1) = 8.5. (All of the surplus is going to the insurance

company because it can make a take-it-or-leave-it offer.) Importantly, the equilibrium

level of effort e∗i = 0 is less than the social optimum of 1.

To highlight the negative consequences of the moral hazard resulting from the inabil-

ity of the insurance company to see how hard the homeowner works, suppose that the

insurance could observe the homeowner’s effort. I could then offer the following policy:

It would pay 100 in the event of fire as long as the homeowner had exerted effort ei ≥ 1

and would pay nothing otherwise.

The homeowner can still get Vh(1) = 8.5 by not buying and exerting effort eh = 1.

This, moreover, strictly dominates buying insurance and exerting effort ei < 1 as the

insurance policy will not pay anything if there is a fire. It follows that the homeowner

would only buy if he intended to exert effort of at least one (ei ≥ 1) in which case his

expected payoff is
√

100− p− ei. Clearly the optimal level of effort given that he is fully

insured as long as he exerts eh ≥ 1 is to exert no more than the minimal required level.

Given that the homeowner exerts ei = 1, he buys as long as
√

100− p− 1 ≥ Vh(1) = 8.5

or p ≤ 9.75. (This maximum is lower that the previous level of $27.75 because he is

exerting positive effort.) The insurance company then charges p = 9.75 when making its

take-it-or-leave-it offer.

Comparing the payoffs, the homeowner’s payoff remains equal to his payoff of not

buying, namely, Vh(1) = 8.5. But I does better because of the risk of fire decreases from

.25 to .25 −
√

1/5 = .05. It’s equilibrium payoff is the price less the expected payout of

100(.05) = 5 or 9.75−5 = 4.75. This payoff is higher than when there was a moral hazard

problem and I got 2.75. Put another way, the moral hazard problem leads to a socially

suboptimal level of risk mitigation and a Pareto inferior outcome.
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Figure 18.3: Moral hazard in employee effort.

18.2 Moral hazard: worker incentives.

Upandcoming is a software company that is pushing very hard to be the first to market,

and its chances of achieving this are higher if it can induce its engineers to exert maximal

effort. This example looks at the ability of the firm to “incentivize” maximal effort when

(i) the firm is unable to prefectly monitor how hard an employee works and (ii) the firm’s

interests and the engineer’s are not fully aligned.

The interaction begins with Upandcoming, U, offering an employment contract to the

engineer E (see Figure 18.3). E can reject and look for a job elsewhere or accept. If E

accepts, she has to decide whether to exert maximal effort m or a sane amount of effort s.

U ’s revenue if it is first is 2000, 200 if it is second, and zero if is third or never gets there

because E rejected its offer. Maximal effort increases the firm’s chances of being first to

market, but does not guarantee it. If E exerts high effort, the probability of being first to

market is .7. The chances of being an also ran are .3. If E exerts a sane amount of effort,

the probability of being first to market is .3 while the chances of being second are .7.

U is risk-neutral and its payoff is its expected profits. E is risk-averse in money and

pays “disutility” e from exerting effort. More specifically, the engineer’s utility is
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UE(money, effort) =
√

money− e.

The disutility of maximal effort is em = 12 and of a sane effort is es = 2.

We study two cases. In the first, the firm can only offer a straight wage contract and is

proscribed – perhaps by law – from offering any other form of compensation like bonuses

or stock options. By contrast, the firm will be able to offer incentive contracts – bonuses

– in the second case.

18.2.1 Offering wages only.

Assume that U offers wage w. E’s payoff to accepting and exerting maximal effort m is
√
w− 12 whereas she gets

√
w− 2 if she exerts a sane amount of effort s. Clearly, a sane

amount of effort dominates maximal effort. E’s best response to w is to accept if w ≥ 4 and

exert a sane amount of effort. E rejects any w < 4. Working up the tree, U ’s best response

is to offer the wage that maximizes its expected profits of (.3)(2000) + (.7)(200) − w =

740 − w. Higher wages that are not contingent on better outcomes have no incentive

effect on E’s effort and only increase the firm’s cost. The optimal wage is w = 4, and the

subgame perfect equilibrium is:

• E accepts any w ≥ 4 and exerts a sane amount of effort.

• U offers w∗ = 4.

The equilibrium payoffs are a profit of 740− w∗ = 736 and UE(4, 2) =
√

4− 2 = 0 for E.

18.2.2 Contingent “wages” and imperfect monitoring.

Upandcoming cannot directly observe E’s effort. But it does get a “nosy” measure of it.

Maximal effort increases the chances of being the first to market. Suppose then that U

can offer a contact based on whether the firm is first to market or not. The firm offers

wage wH if the firm is first to market and the revenues are high and wage wL if revenues

are low. We can think of the difference between wH and wL as the bonus or the value of

the stock options the engineer gets if the firm is first to market. The game in Figure 18.4

represents this situation.
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Figure 18.4: Contingent wages (bonuses and stock options).

Solving the game by backwards induction, E’s payoffs to exerting maximal effort

and a sane amount of effort are UE(m) = .7(
√
wH − 12) + .3(

√
wL − 12) and UE(s) =

.3(
√
wH − 2) + .7(

√
wL − 2). Maximizing her payoff, E exerts maximal effort when

UE(m) ≥ UE(s) where we assume (and eventually verify) that at least one of these options

is as good as rejecting the contract.

U ’s best response to E’s strategy is to offer the contract that maximizes its expected

profits. U has two meaningful options. It can “induce” E to exert a sane amount of effort

at the lowest cost, or it can induce E to exert maximal effort at the lowest cost. (Clearly

buying a given amount of effort at a cost higher than the minimum needed is strictly

dominated by buying that same level of effort at the lowest possible price.)

Focus first on the option of inducing a sane amount of effort at the lowest possible

price. U ’s profits are

UU(wH , wL, s) = .3(2000− wH) + .7(200− wL)

= 740− .3wH − .7wL

We know from the wages-only case that if U offers a straight wage contract with wH =

wL = 4, then U will exert a sane amount of effort and U ’s profits will be 736. It is also
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straightforward to show that this is the least costly way for U to induce effort s.3

Now suppose U tries to induce maximal effort at the lowest possible price. We will

find U ’s profit to this and compare it to the lowest-cost sane-effort contract to see which

is more profitable for U .

To induce E to exert maximal effort, the contract (wH , wL) must offer her at least as

much if she exerts maximal effort as it does if she exerts a sane amount of effort. That

is, the contract must satisfy E’s incentive constraint

UE(m) ≥ UE(s)

.7(
√
wH − 12) + .3(

√
wL − 12) ≥ .3(

√
wH − 2) + .7(

√
wL − 2)

.4 (
√
wH −

√
wL) ≥ 10

√
wH −

√
wL ≥ 25. (18.3)

U therefore wants to maximize its profits subject to satisfying E’s incentive constraint.

That is, U wants to maximize

UU(wH , wL,m) = .7(2000− wH) + .3(200− wL)

= 1460− .7wH − .3wL.

subject to offering a contract that satisfies condition 18.3.

The cheapest way for U to satisfy this condition is first to offer the smallest possible

3U wants to maximize its profits UU(wH , wL, s) = .3(2000− wH) + .7(200− wL) while
ensuring that E is willing to exert s, i.e., while satisfying .3(

√
wH −2) + .7(

√
wL−2) ≥ 0.

The inequality reduces to

wH ≥
(

2− .7
√
wL

.3

)2

.

To minimize its wage bill, U will hold wH as low as possible, i.e., wH be reduced until it
is equal to the value on the right side of the previous inequality. That is,

wH =

(
2− .7

√
wL

.3

)2

.

Substituting this expression for wH into UU(wH , wL, s) = .3(2000 − wH) + .7(200 − wL)
gives U ’s profits solely in terms of wL. Maximizing these profits with respect to wL by
taking the derivative and setting it equal to zero gives wL = 4. Substituting this back
into the expression for wH gives wH = 4.
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bonus, i.e., set
√
wH = 25+

√
wL. Now note that the higher wL, the higher wH , so setting

wL as low as possible also makes wH as low as possible and minmizes U ’s wage bill. In

brief, the cheapest way to satisfy E’s incentive constraint is to offer wL = 0 and bonuses

or stock options paying
√
wH = 25 or wH = 625. This contract induces maximal effort

and yields profits UU(wH , wL,m) = UH(625, 0,m) = 1460− .7(625)− .3(0) = 1022.50.

U does better by inducing maximal effort, and the subgame perfect equilibrium is

• E exerts maximal effort whenever
√
wH −

√
wL ≥ 25 and a sane amount of effort

when this condition does not hold.

• U offers wm
H = 625 and wm

L = 0.

U ’s equilibrium payoff is 1022.50 and E’s is UE(m) = .7(
√

625−12)+ .3(
√

0−12) = 5.50.

18.2.3 Contingent wages and perfect monitoring.

It is useful to compare the equilibrium when the firm only gets a noisy indicator of E’s

effort and when it can perfectly monitor E’s effort. Suppose, that is, that the firm can

see E’s effort and can “contract on it” by offering a contract that pays w∗
m if E exerts

high effort and w∗
s if E exerts low effort.

Solving the game by backwards induction, E’s payoffs to exerting maximal effort and

a sane amount of effort are now UE(m) =
√
wm − 12 and UE(s) =

√
ws − 2. Maximizing

his payoff, E’s strategy is to exert maximal effort when

UE(m) ≥ UE(s)√
w∗

m − 12 ≥
√

w∗
s − 2√

w∗
m −

√
w∗

s ≥ 10. (18.4)

Comparing the observable-effort condition 18.4 with the imperfectly-observable con-

dition 18.3, U is now able to induce maximal effort at a lower cost by offering w∗
m = 100

and w∗
s = 0. If, however, U offers this contract, then E’s utility to exerting maximal

effort will be UE(100,m) =
√

100 − 12 = −2 which is worse than the payoff to rejecting

the offer. In order to induce maximal effort and get E to accept the contract, U ’s offer

must satisfy
√
wm −

√
ws ≥ 10 and UE(wm,m) =

√
wm − 12 ≥ 0. Satisfying the latter

condition as cheaply as possibly means w∗
m = 12. The equilibrium payoffs are now 0 for
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E and 1316 for U . When E’s actions are imperfectly monitored, E shares in the surplus

with a payoff of 5.00 compared to a payoff of 0 when its actions are perfectly observable.

But total gains, i.e., the sum of E ’s and U ’s utilities, goes up from 5.50 + 1022.50 = 1028

to 1316 when effort is observable. Imperfectly monitoring of effort leads to a “smaller

pie” but a larger share for E.

18.3 Adverse selection: the market for lemons.

Seller’s often have private information about what they are selling. The seller of a used

car knows whether the car has been maintained and runs well or tends to break down

and is a “lemon.” A software company has a better idea about how secure its software

is than a potential buyer. As we will see, high-quality goods are often driven out of the

market and not put up for sale when sellers have private information about quality.

A buyer, B, is interested in purchasing a used car from seller, S. The seller knows

whether the car has been well maintained and is high quality or if the car tends to break

down and is of low quality. The buyer values a high-quality car at $12,000 whereas the

seller would be willing to sell it for $8,000. The buyer values a low-quality car at $6000,

and the seller would be willing to part with it for $2000.

Note that if both the seller and buyer know the quality of the car, there is a deal

to be struck. Selling a high-quality car for any price between $8,000 and $12,000 would

make the both the buyer and seller better off. If the seller has all of the bargaining power

and can make a take-it-or-leave-it offer, he will set price p = 12000. If the buyer has all

of the bargaining power, she will set p = 8000. If the bargaining power is more evenly

divided, the price will be somewhere in between. If both the seller and buyer know that

the quality is low, the price will be somewhere between $2000 and $6000.

Suppose, however, that the buyer is unsure of the quality. She believes that there is a

40 percent chance of facing a seller with a high quality car, Sh, and a 60 percent chance

of facing a seller with a low-quality car, Sl. The buyer then makes a take-it-or-leave-it

offer as shown in Figure 18.5.

Solving the asymmetric-information game for its subgame perfect equilibria by rea-

soning from the end of the tree, seller-type Sh accepts any p ≥ 8000 and rejects any lower
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Figure 18.5: The market-for-lemons game.

price. Seller-type Sl accepts any p ≥ 2000. Given the strategies of the seller-types, the

buyer will either offer the lowest price the low-quality seller-type is will to accept, namely,

2000. Or the buyer will offer the lowest price the high-quality seller-type is willing to

accept, i.e., 8000. (You should be able to show that any other price is strictly dominated

by one of these two offers.)

If the buyer offers p = 2000, only the low-quality seller-type Sl will sell as the high-

quality seller-price prefers keeping the car to selling it at that price. This leaves the buyer

with a payoff of

UB(2000) = .6(4000) + .4(0) = 2400.

In order to get high-quality cars into the market, the buyer has to offer enough to

induce a high-quality seller-type to be willing to sell, i.e., the buyer has to offer a price

of at least 8000. But a low-quality seller-type is more than happy to sell at this higher

price too, so there is some chance the seller will end up paying 8000 for a lemon which he
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values at only 6000. The payoff to this is

UB(8000) = .6(−2000) + .4(4000) = 400.

Clearly, the upside gain for the buyer of offering enough to bring high-quality cars

onto the market is outweighed by the downside cost of getting stuck with a lemon. The

seller offers the lower price, and the subgame perfect equilibrium is:

• Sh accepts any p ≥ 8000.

• Sl accepts any p ≥ 2000.

• B offers p∗ = 2000.

The market has effectively broken down because of asymmetric information. High-

quality sellers do not participate even though there are gains from trade to be had: the

buyer is willing to pay 12000 for a high-quality car and the seller is willing to accept 8000.

There is nevertheless no sale.

The fundamental problem is that the buyer is facing too high a risk of paying a high

price for a lemon. How high does this risk have to be before the market breaks down?

Suppose the buyer believes that it is facing the low-quality seller-type with probability `

and the high-quality seller-type with probability 1 − `. Then the buyer is willing to pay

enough to bring high-quality sellers into the market when

UB(8000) ≥ UB(2000)

`(−2000) + (1− `)(4000) ≥ `(4000) + (1− `)(0)

` ≤ 2/5.

As long as the risk of buying a lemon is not too great (` ≤ 2/5), the buyer is willing to

pay enough to induce high-quality sellers into the market.

18.4 Adverse selection: health insurance death spirals.

Insurance is about pooling risk. But insurance markets may not work well if insurance

sellers and buyers have asymmetric information about the risks. In the extreme, asym-

metric information may lead to an insurance market “death spiral” in which the market
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ultimately collapses. No one is able to buy insurance because no one is willing to sell

insurance.

Suppose there are two buyer-types. A high-cost type H who is likely to have high

medical bills over the course of her lifetime because of a genetic condition. A low-cost

type L is likely to have lower medical bills because she does not have this genetic condition.

On average, a low-cost individual expects annual medical bills of $2,000 and is willing to

pay up to $3,000 per year for health insurance. A high-cost individual expects annual

medical bills of $12,000 but is only willing to pay up to $11,000. Twenty-percent of the

population has this genetic condition.

Consider first the situation when there is symmetric information. Both the insurance

company, I, and the individual both know the chances of the genetic condition are 20

percent. But the individual does not know specifically if she has the condition. If she

does, she would be willing to pay 11000 for insurance; otherwise she is only willing to

pay 3000. Taking her uncertainty into account, the expected benefit of insurance is

.2(11000)+.8(3000)=4600. The insurance company expects to pay 12000 if it sells to a

high-cost individual and 2000 if it sells to a low-cost individual. This gives the insurance

company an expected payout of .2(12000)+.8(2000)=4000 which is the lowest price the

company would be willing to charge. The total benefits clearly outweigh the costs. Both

the company and the individuals would be better off if insurance were being sold at a

price between 4000 and 4600 when there is symmetric information.

The insurance market works very differently when there is private information. Sup-

pose I still only knows the population percentage. But each individual has gotten a

genetic test and knows whether she has the condition. The game in Figure 18.6 repre-

sents the situation. The principal, I, can decide not to offer a policy or charge price p.

The individual then decides whether to buy.

Solving for the subgame perfect equilibria, H accepts any p ≤ 11000. L accepts any

p ≤ 3000. Given these strategies, there are effectively three stratgies for I to consider: (i)

to withdraw from the market and not offer a policy; (ii) to charge the highest price the

high-cost individual is willing to pay, recognizing that this price is too high for a low-cost

individual; and (iii) to induce the low-cost individuals onto the market by charging the
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Figure 18.6: An insurance market with private information about health status.

highest cost L is willing to pay. (Again, you should be able to show that any other offer

less than 11000 is strictly dominated by one of these three offers and that any higher offer

is weakly dominated.) I ’s payoffs are:

UI(no policy) = 0

UI(11000) = .2(−1000) + .8(0) = −200

UI(3000) = .2(−8000) + .8(1000) = −800

Only selling to low-cost individuals is profitable. But selling at a low enough price

to get low-cost types into the market also means selling to high-cost individuals when

individuals have private information. Selling to both is not profitable, and I ’s best reply

is to withdraw from the market. No policies are offered.
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18.5 Principal-Agent interactions: a recap.

Principal-agent games are another workhorse family of models. The key features are (i)

that one actor – the principal – must work through another actor – the agent – to attain

the principal’s ends or it is more efficient to do so, and (ii) the principal offers a makes

a take-or-leave-it “contract” to the agent which affects the agent’s incentives. The agent

then decides what to do in light of the incentives the principal has set.

Two broad kinds of problems limit the principal’s ability to induce the agent to act

as the principal wants. The first is that of moral hazard and occurs when the principal

is unable to perfectly monitor what the agent does. The second is adverse selection in

which the agent has private information.

These problems often lead to Pareto inferior outcomes. Too little risk-mitigation effort

may be exerted. Profits that could have been distributed between the company and the

worker may be lost because effort can only be observed with noise. High-quality suppliers

may be driven from the market when quality is private information. Insurance markets

can collapse when there is asymmetric information about health status.
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