
4. Nash Equilibria∗

When we solve a game by iteratively deleting strictly dominated strategies, we are

making the weakest, least demanding assumptions about the actors. Solving games by

iteratively eliminating weakly dominated strategies makes somewhat stronger assumptions

as we have seen. But dominance arguments often fail. Most games cannot be solved by

iteratively deleting strictly or weakly dominated strategies. In order to make progress in

predicting what the actors will do requires still stronger assumptions, and this takes us

to a Nash equilibrium.

No strategy is strictly or weakly dominated in the game in Figure 4.1. We cannot

make any predictions about what the actors will do if we limit ourselves to dominance

arguments. We take a different approach. Recall that each player is assumed to know all

of the other players’ strategies and their rankings over strategy profiles. This means that

each player can effectively view the game from any other agent’s perspective. We use this

to analyze whether any specific strategic profile is a sensible prediction about what the

actors will do.

Figure 4.1: Looking for solutions.

Suppose, for example, that actors believe that the game will be played according to

profile (A, Y ), i.e., I is predicted to play A and II is predicted play Y . Is this a reasonable

∗These are lecture notes for PS135/Econ110 at UC Berkeley by Robert Powell.
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prediction? One way to address this question is to ask if each player wants to play as

predicted given what it expects the other to do.

If player I believes that II is going to play Y , does playing A maximize I ’s payoff?

Clearly it does. I gets 5 with A, -2 with B, and 3 with C. But the predicted profile (A, Y )

does not seem very sensible when we look at the game from II ’s perspective. If II expects

I to play A, then II does not want to play as predicted, i.e., play Y . II gets 1 with Y but

8 with Z. II, therefore, would do better by not playing its part in the predicted profile.

Similarly, (C,X) is not a reasonable prediction. If II expects I to play C, she has no

reason not to play X as she cannot get a higher payoff by doing something else. But I

certainly can do better than C if he believes II is going to play X.

Now consider the profile (B,Z) as a possible prediction about the way the game will

be played. If I believes II is playing Z, I gets his highest payoff against Z by playing B.

And if II believes I is playing B, she maximizes her payoff by playing Z. In short, no

agent can profitably deviate from its strategy if all the other actors play according to the

strategy profile.

Profiles that satisfy this property are called Nash equilibria after John Nash who

introduced the idea and for which he subsequently won the Nobel Prize in economics. It

is easy to see that there are no other Nash equilibria in the game in Figure 4.1. If play

were predicted to follow any other profile, at least one of the actors could increase its

payoff by not following through on it part of the prediction.

4.1 Best Replies and Nash Equilibria

Recall that when we want to highlight how actor j plays, we can write a strategy profile

as (sj, s−j) where sj is j’s strategy and s−j are the strategies of all of the other players.

Then, a best reply or, synonymously, a best response for j to s−j is a strategy that

maximizes j’s payoff if the other actors play according to s−j. That is, strategy ŝj is a

best response to s−j if Uj(ŝj, s−j) ≥ Uj(sj, s−j) for all sj.

A Nash equilibrium of an N -player game is a strategy profile s∗ in which each actor

is playing a best response to what the other actors are doing: For any actor j and any
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Figure 4.2: Nash Equilibria in the Prisoner’s Dilemma.

strategy ŝj, Uj(s
∗
j , s

∗
−j) ≥ Uj(ŝj, s

∗
−j). Since every actor j is playing optimally against

what the other actors are doing in s∗, no actor can profitably deviate from s∗. A Nash

equilibrium is therefore a self-enforcing strategy profile. If all of the actors believe that

the other actors are going to play according to the profile, then no actor has any incentive

to undermine it by not playing its part in the profile.

We can think of being Nash as a necessary condition that a prediction must satisfy. If

all of the actors believe that the game will be played according to a profile s, then s must

be Nash. Otherwise at least one player could profit by not playing its part of s.

4.2 Some Examples of Nash equilibria.

We have seen Nash equilibria before. Consider the Prisoner’s Dilemma in Figure 4.2.

Deleting strictly dominated strategies yielded the prediction (E,E). This profile is also

a Nash equilibrium. If D expects R to play E, then the best thing for D to do, i.e., the

strategy that maximizes its payoff, is to play E. Neither player can profitably deviate

from (E,E) by playing some other strategy.

Note further that no other profiles are Nash. For example, (E,C) is not Nash because

R could profitably deviate by playing E rather than C and getting a payoff of 2 instead

of 1. We will discuss the relation between profiles derived from dominance arguments and

Nash equilibria later.

Recall the game of chicken in Figure 4.3 which A and B each have to decide between

standing firm and submitting. An actor wins if it stands firm when the other submits.
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Figure 4.3: Nash equilibria and Chicken.

But the game ends in mutual disaster if both stand firm.

Two of the four profiles are Nash. If both actors expect the game to be played according

to (S, F ), then neither can profitably deviate. If B is going to stand firm, then the best

thing for A to do is suffer a small loss by playing S rather than the bigger loss that F

would bring. If B expects A to submit, then the best thing for B to do is stand firm with

F . Similarly, it is Nash for A to stand firm and for B to submit, (F, S).

By contrast, neither (S, S) nor (F, F ) are Nash. If one actor thinks the other is going

to submit, it wants to stand firm. If it thinks the other actor is going to stand firm, it

wants to submit.

This example highlights the fact that many games have more than one Nash equilib-

rium. We often cannot use the criterion of being Nash to make a unique prediction about

what the actors will do. We discuss ways of thinking about and dealing with multiple

equilibria later.

The divide-the-dollar game highlights the issue of multiple equilibria. There are five

equilibria in the game in Figure 4.4. For example, if the actors expect the play to flow

the conjecture (75,20), then I cannot increase its payoff by doing something other than

demanding 75. If it asks for less, it will get what it asks for because the sum of the

demands is less than one. But asking for and getting less leaves I worse off. If I asks

for more than 75, i.e., it demands 100, I will get -10. Nor can II improve its payoff by

demanding anything other than 20 given that I is demanding 75. You should be able to

verify that all of the profiles in green are Nash and none of the others are.
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Figure 4.4: Multiple Nash equilibria in the divide-the-dollar game.

So far actors in the divide-the-dollar game have been limited to making demands in

increments of 25 cents or 10 cents. Suppose instead that each agent can demand any

faction of the dollar. This more general demand game has infinitely many equilibria.

Let dI be I’s demand and dII be II ’s demand where dI and dII can by anything between

zero and 100 percent. Then a strategy profile is a pair (dI , dII). Consider the profile

(50, 50) in which I and II evenly divide the dollar. Given II ’s strategy of demanding

dII = 50, I will get get what it asks for if it demands 50 or less. But demanding less

than 50 leaves money on the table that I could have had, so demanding 50 is better than

demanding less. If I were to ask for more than 50, then it would get -10. Thus, demanding

dI = 50 maximizes I’s payoff against II ’s demanding 50 and is I’s best reply to dII = 50.

Similarly, demanding 50 is II ’s best reply to I’s asking for 50. Since each actor is playing

optimally against what the other is doing, the profile (50,50) is a Nash equilibrium.

More generally, any profile (dI , dII) that does not leave money on the table, i.e., a

profile in which the demands sum to 100, is a Nash equilibrium. Since dI + dII = 100, we

can write any profile that does not leave money on the table as (dI , 100−dI). II is clearly
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playing a best response to I’s demand. Asking for less than 100 − dI leaves money on

the table. Asking for more, brings a loss of 10. And, demanding an amount dI is a best

reply to II ’s demanding 100 − dI . Since both actors are playing best responses to each

other, the profile (dI , 100 − dI) is Nash for any demand dI . This means that the game

has infinitely many Nash equlibria.

In sum, we have seen games in which there is a unique Nash equilibrium, a few Nash

equilibria, and infinitely many Nash equilibria.

4.3 The Problem of Multiple Equilibria.

We introduced the concept of Nash equilibrium in order to be able to make some pre-

dictions about how strategic interactions would turn out when the games could not be

solved by dominance arguments.

Multiple equilibria pose a problem for our goal of making predictions. If we are going

to assume that some Nash equilibrium will be played – an assumption which we discuss

further below – what do we do when there are multiple equilibria? Are there reasons why

one equilibrium may be a better prediction than other?

We discuss two kinds of reasons. The first kind are inside-the-game criteria which are

based on the payoff matrix. Consider the tax-compliance game in Figure 4.5 in which two

civic-minded citizens I and II must decide whether to pay their taxes. The best outcome

for each is to pay her taxes as long as the other does. The worst is to pay one’s taxes

when the other cheats by not paying hers. As for the intermediate outcomes, the second

best is for neither to pay. The third best is not to pay when the other does.

There are no dominated stratgies, but two of the four strategy profiles are Nash,

(pay,pay) and (not pay,not pay). If one citizen believes the other is going to pay, her best

reply is to pay too. But if a citizen thinks the other is not going to pay, she too prefers

not to pay.

Note, however, that both citizens do better if they pay than if they do not. One

strategy profile Pareto dominates another when every player does at least as well in

the former than the latter and at least one player does strictly better. A profile strictly



4.3 THE PROBLEM OF MULTIPLE EQUILIBRIA. 7

Figure 4.5: A tax-compliance game.

Pareto dominates another when every player does strictly better in the former. The

profile (pay,pay) strictly dominates (not pay,not pay). When a Nash profile Pareto domi-

nates another Nash profile, this is sometimes used as a criterion for discounting the latter

as a prediction about what the actors will do.

A second inside-the-game criterion that is sometimes used to discount some Nash equi-

libria as plausible predictions is that the Nash profile uses weakly dominated strategies.

The profiles (T, L) and (B,R) are both Nash in the game in Figure 4.6 and neither Pareto

dominates the other. I prefers (T, L) while II prefers (B,R). But L weakly dominates

R for II. In keeping with the idea that players do not play weakly dominated strategies,

(T, L) might be discounted as a prediction. (Nash equilibria cannot use strictly dominated

strategies, and you should be able to show why.)

Unfortunately, the two inside-criteria of Pareto dominance and not playing weakly

dominated strategies can conflict with each other. Recall the Bertrand Duopoly game in

Figure 4.6: Nash equilibria and weak dominance.
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Figure 3.12 that we solved earlier by the iterated elimination of weakly dominated strate-

gies. After eliminating the prices 1, 4, and 5, the 2×2 game in Figure 4.7 remained. Two

of the four remaining profiles are Nash: (3, 3) and (2, 2). The former Pareto dominates

the later but also employs a weakly dominated strategy. When these two criteria conflict

with each other, the case for either equilibrium being a good prediction about how the

actors will play is weaker.

Figure 4.7: Conflicting criteria.

In addition to these inside-the-game criteria based on the payoff matrix, game theorists

sometimes invoke outside-the-game criteria which seem to make some equilibria more

plausible predictions than others. That is, analysts sometimes invoke aspects about the

strategic interaction that are not explicitly modeled in the strategic form to argue that

a particular equilibrium is focal. The idea – assumption really – is that the actors

will somehow come to focus or “coordinate” on a particular Nash profile as the way the

game will be played. These aspects might include salient or symbolic features of the

surroundings, or they may reflect the actors’ cultural conventions.

More concretely, consider the divide-the-dollar game in which each actor can demand

any fraction of the dollar. Every allocation that does not leave money on the table is Nash,

i.e., (x, 100 − x) is Nash for every percentage x between zero and 100. Yet, somehow the

allocation in which each actor gets half, i.e., (50,50), often seems like a more plausible

prediction than a profile in which one of the actors gets significantly more than the other.

But an equilibrium that seems focal in one setting may not seem so in another. Suppose

that old person and a young person are playing the divide-the-dollar game, and they come
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from a culture in which the young generally defer to the old. An even divsion may now

seem much less focal while an equilibrium giving giving significantly more to the older

person may seem more plausible.1

4.4 Where do common conjectures come from?

As discussed above, a Nash equilibrium s∗ is a self-enforcing strategy profile. Once the

actors come to think that the game will be played according to s∗, no actor j has any

incentive to undermine this prediction by not playing s∗j . But how do all of the actors

come to believe that the game will be played according to s∗? How do they come to share

this profile as a common conjecture about how the game will be played?

First consider where common beliefs about how everyone plays come from when games

are solved with dominance arguments. For example, we solved the Hoteling voting game

in Figure 3.8 by iterated elimination of strictly dominated strategies. This led to the

prediction that the actors would play according to the strategy profile (C,C).

Note the sequence of what we did when solving the game. We first assumed that no

player would play a strictly dominated strategy and that this was common knowledge.

These assumptions then led each player to conclude that the other actor would play C

and hence that it should play C too. In other words, the process of solving the game with

dominance arguments explains where the actors’ common conjecture comes from. The

common conjecture is the outcome of the analysis.

By contrast, equilibrium analysis begins with the assumption that all of the actors have

(somehow) reached a common conjecture about how the game will be played. We then

reason backwards from this assumption by asking what properties this common conjecture

1Thomas Schelling introduced the idea of a focal equilibrium in The Strategy of Conflict
in 1960. He posed the question ”Tomorrow you have to meet a stranger in NYC. Where
and when do you meet them?” This is a coordination game, where any place and time
in the city could be an equilibrium solution. Schelling asked a group of students this
question, and found the most common answer was ”noon at (the information booth at)
Grand Central Terminal”. There is nothing that makes Grand Central Terminal a location
with a higher payoff (you could just as easily meet someone at a bar or the public library
reading room), but its tradition as a meeting place raises its salience and therefore makes
it a natural ”focal point”.
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must have if it is to make sense as a common conjecture? One property clearly is that no

actor could profitably deviate from playing its part in the conjecture. This leads to the

conclusion that the common conjecture must be Nash.

Unlike dominance arguments, equilibrium analysis does not explain how the actors

reach a common conjecture about how the game will be played. It simply assumes that

they do. This more demanding assumption is made in order to make predictions about

the outcome of games which cannot be solved with dominance arguments.
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